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PtcRunner gives LLM agents a fast, secure, stateful code mode.
PtcRunner is a 0.x library under active development. Expect bugs, API changes,
and breaking behavior as the project evolves.

Models write small PTC-Lisp programs.
PtcRunner runs them in a BEAM-native sandbox with process isolation, timeouts,
heap limits, and controlled tool access. Sessions can keep definitions and
intermediate results across calls, so an agent can work in a REPL-like loop
without repeatedly reloading context or restarting a runtime.
Use it over MCP from any language or client, or embed it directly in Elixir.
Start Here
Use code mode over MCP
ptc_runner_mcp is a standalone MCP server for sandboxed code execution. It
gives MCP-compatible clients and server-side agent runtimes a fast REPL-like
code mode backed by PTC-Lisp. Agents can evaluate programs, keep session state,
call approved tools, aggregate large results, and return compact computed
answers.
Use this when you want code execution for an agent, but do not want generated
code to have direct filesystem, network, package-install, or OS process access.
The server is useful both for local AI clients such as Claude Desktop, Cursor,
Cline, and Claude Code, and for non-Elixir agent applications that want a stable
protocol boundary around the sandbox.
Compared with process-per-call Python or JavaScript execution, PtcRunner keeps
the runtime warm, evaluates small programs inside lightweight BEAM processes,
and can preserve session state across calls.
Start with the mcp_server README
for install, setup, client config, and server deployment. See
docs/mcp-server.md for the security model, sessions, and
architecture.
For applications that already run inside Elixir, use the
Root Upstream Runtime directly to embed OpenAPI
and MCP upstream tools without starting the MCP server. The MCP server's
aggregator mode uses the same upstream config and
(tool/call ...) authoring model behind an MCP boundary.
Build agents in Elixir
Use the ptc_runner library when you want SubAgents, signatures, tools, memory,
text mode, PTC-Lisp mode, tracing, composition, and compiled workflows directly
inside an Elixir application.
Elixir Quick Start
# Runnable doctest — uses a mock LLM so it works without API access.
# In production, swap `mock_llm` for `PtcRunner.LLM.callback("haiku")`.
iex> mock_llm = fn _request ->
...>   {:ok, "(->> (tool/get_orders) (filter #(> % data/threshold)) (reduce +))"}
...> end
iex> {:ok, step} = PtcRunner.SubAgent.run(
...>   "Total value of orders over ${{threshold}}",
...>   tools: %{"get_orders" => fn _ -> [1500.0, 950.0, 50.0] end},
...>   context: %{threshold: 100},
...>   llm: mock_llm,
...>   max_turns: 1
...> )
iex> step.return
2450.0
The llm: option accepts any 1-arity function — for tests, pass an inline lambda
like mock_llm above. There is no separate stub/mock helper. See the
Testing guide for scripted callbacks and
integration patterns.
Embed a stateful PTC-Lisp session
Use PtcRunner.Session when your application already owns the chat loop and
only needs REPL-like Lisp state:
session = PtcRunner.Session.new(timeout: 1_000)

{{:ok, step}, session} =
  PtcRunner.Session.eval(session, "(def total (+ 1 2))")

step.memory["total"]
#=> 3

{{:ok, step}, session} =
  PtcRunner.Session.eval(session, "(* total 10)")

step.return
#=> 30

{{:ok, step}, _session} =
  PtcRunner.Session.eval(session, "*1")

step.return
#=> 30
The session stores explicit (def ...) memory and the bounded return history
used by *1, *2, and *3 (default depth: 3). Runtime options such as tools,
context, signatures, and timeouts can be stored as session defaults or passed
per eval call. Pass upstream_runtime: runtime to evaluate through the root
upstream runtime while keeping the session focused on Lisp state.
Try it yourself: The Getting Started guide includes fully runnable examples you can copy-paste.
The SubAgent doesn't answer directly - it writes a program that computes the answer:
(->> (tool/get_orders)
     (filter #(> (:amount %) 100))
     (sum-by :amount))
This is Programmatic Tool Calling: instead of the LLM being the computer, it programs the computer.
Why PtcRunner?
LLMs as programmers, not computers. Most agent frameworks treat LLMs as the runtime. PtcRunner inverts this: LLMs generate programs that execute deterministically in a sandbox. Tool results stay in memory — the LLM explores data through code, exposing only relevant findings. This scales to thousands of items without context limits and eliminates hallucinated counts.
Best suited for: Document analysis (agentic RAG), log analysis, data aggregation, multi-source joins — any task where raw data volume would overwhelm an LLM's context window.
Key Features
	Secure code mode: PTC-Lisp executes generated programs in a BEAM-native sandbox with process isolation, timeouts, and heap limits
	Two agent modes: PTC-Lisp for multi-turn agentic workflows with tools, or text mode for direct LLM responses with optional native tool calling
	Signatures: Type contracts ({sentiment :string, score :float}) that validate outputs and drive auto-retry on mismatch
	Transactional memory: def persists data across turns without bloating context
	Composable SubAgents: Nest agents as tools with isolated state and turn budgets
	Recursive agents (RLM): Agents call themselves via :self tools to subdivide large inputs
	Ad-hoc LLM queries: llm-query calls an LLM from within PTC-Lisp with signature-validated responses
	Observable: Telemetry spans for every turn, LLM call, and tool call with parent-child correlation. JSONL trace logs with Chrome DevTools flame chart export for debugging multi-agent flows (interactive Livebook)
	Context compaction: Pressure-triggered trimming for long-running multi-turn agents — opt in with compaction: true to drop older turns once a turn or token threshold is hit
	BEAM-native: Parallel tool calling (pmap/pcalls), process isolation with timeout and heap limits, fault tolerance
	MCP server: Expose the sandbox as code mode over MCP for clients and server-side agents, with optional stateful sessions and aggregator mode for upstream MCP tools

Examples
Parallel tool calling - fetch data concurrently:
;; LLM generates this - executes in parallel automatically
(let [[user orders stats] (pcalls #(tool/get_user {:id data/user_id})
                                   #(tool/get_orders {:id data/user_id})
                                   #(tool/get_stats {:id data/user_id}))]
  {:user user :order_count (count orders) :stats stats})
Ad-hoc LLM judgment from code - the LLM writes programs that call other LLMs, with typed responses and parallel execution:
;; LLM generates this - each llm-query runs in parallel via pmap
(pmap (fn [item]
        (tool/llm-query {:prompt "Rate urgency: {{desc}}"
                         :signature "{urgent :bool, reason :string}"
                         :desc (:description item)}))
      data/items)
The agent decides what to ask and how to structure the response — at runtime, from within the generated program. Enable with llm_query: true. See the LLM Agent Livebook for a full example.
Compile SubAgents - LLM writes the orchestration logic once, execute deterministically:
# Orchestrator with SubAgentTools + pure Elixir functions
{:ok, compiled} = SubAgent.compile(orchestrator, llm: my_llm)

# LLM generated: (loop [joke initial, i 1] (if (tool/check ...) (return ...) (recur ...)))

# Execute with zero orchestration cost - only child SubAgents call the LLM
compiled.execute.(%{topic: "cats"}, llm: my_llm)
See the Joke Workflow Livebook for a complete example.
Text Mode
Not every task needs PTC-Lisp. Text mode (output: :text) uses the LLM provider's native tool calling API — ideal for smaller models or straightforward tasks:
# Plain text — no signature, raw string response
{:ok, step} = SubAgent.run(
  "Summarize this article: {{text}}",
  context: %{text: article},
  output: :text,
  llm: my_llm
)
step.return  #=> "The article discusses..."

# Structured JSON — signature validates the response
{:ok, step} = SubAgent.run(
  "Classify the sentiment of: {{text}}",
  context: %{text: "I love this product!"},
  output: :text,
  signature: "() -> {sentiment :string, score :float}",
  llm: my_llm
)
step.return  #=> %{"sentiment" => "positive", "score" => 0.95}
Text mode also supports tools. Define tools as arity-1 functions that receive a map of arguments:
defmodule Calculator do
  @doc "Add two numbers"
  @spec add(%{a: integer(), b: integer()}) :: integer()
  def add(%{"a" => a, "b" => b}), do: a + b

  @doc "Multiply two numbers"
  @spec multiply(%{a: integer(), b: integer()}) :: integer()
  def multiply(%{"a" => a, "b" => b}), do: a * b
end
PtcRunner auto-extracts the @doc and @spec into tool descriptions and JSON Schema for the LLM provider's native tool calling API — just pass bare function references:
{:ok, step} = SubAgent.run(
  "What is (3 + 4) * 5?",
  output: :text,
  signature: "() -> {result :int}",
  tools: %{
    "add" => &Calculator.add/1,
    "multiply" => &Calculator.multiply/1
  },
  llm: my_llm
)
step.return["result"]  #=> 35
For full control (or anonymous functions), pass an explicit signature string instead. See the Text Mode guide for all four variants (plain text, JSON, tool+text, tool+JSON).
PTC-Lisp Transport (ptc_transport)
For output: :ptc_lisp agents, ptc_transport controls how the LLM ships its program. :content (default) parses a markdown-fenced PTC-Lisp block from the assistant message — one program, one deterministic orchestration, lower latency and cost in a single LLM turn. :tool_call (opt-in) exposes a single internal lisp_eval tool to the provider's native tool-calling API; the model can call it zero or more times before returning a final answer directly. App tools stay inside PTC-Lisp in both transports — only lisp_eval is exposed natively.
	Transport	Default?	Use when
	:content	yes	One PTC-Lisp program is enough. Lowest latency and cost.
	:tool_call	opt-in	Native tool calling is materially more reliable than fenced-code parsing on your provider/model, or the workload genuinely needs iterative refinement across multiple program executions.

:tool_call turns one program into a ReAct-style loop: that's a tradeoff, not an upgrade. Pay for it deliberately. Models without native tool calling cannot use :tool_call — those runs surface as :llm_error, with no fallback. See the PTC-Lisp Transport guide for the full decision and a runnable walkthrough.
Signatures and JSON Schema
Signatures are compact type contracts that validate SubAgent inputs and outputs:
"(query :string, limit :int) -> {total :float, items [{id :int, name :string}]}"
Under the hood, PtcRunner converts signatures to JSON Schema in two places:
	Where	When	Purpose
	Tool definitions	Text mode with tools	Tool signatures → JSON Schema parameters sent to the LLM provider's native tool calling API
	Structured output	Text mode with complex return type	Return signature → JSON Schema passed to the LLM callback for provider-specific structured output (e.g., OpenAI response_format)

In PTC-Lisp mode, signatures stay in their compact form — the LLM sees them in the prompt and PtcRunner validates the result directly. JSON Schema is only generated when interfacing with LLM provider APIs that require it.
Auto-extraction from @spec means you can define tools as regular Elixir functions and skip writing signatures by hand. For full control, pass an explicit signature string:
"search" => {&MyApp.search/2, signature: "(query :string, limit :int) -> [{id :int}]"}
See Signature Syntax for the full type reference.
Installation
def deps do
  [
    {:ptc_runner, "~> 0.13.0"},
    {:req_llm, "~> 1.8"}  # optional — enables built-in LLM adapter
  ]
end
With req_llm installed, create LLM callbacks with zero configuration:
llm = PtcRunner.LLM.callback("openrouter:anthropic/claude-haiku-4.5")

# or with prompt caching
llm = PtcRunner.LLM.callback("bedrock:haiku", cache: true)
PtcRunner.LLM.callback/2 routes by model prefix (openrouter:, bedrock:, anthropic:, ollama:, etc.) and handles structured output, tool calling, and prompt caching. See the LLM Setup guide for all providers, streaming, custom adapters, and framework integration.
Documentation
Guides
	Getting Started - Build your first SubAgent
	LLM Setup - Providers, streaming, custom adapters, framework integration
	Core Concepts - Context and memory
	PTC-Lisp Transport - ptc_transport: :content (default) vs :tool_call (opt-in)
	Text Mode + PTC-Lisp Compute - Combined mode (output: :text, ptc_transport: :tool_call) for chat agents that escalate to deterministic compute
	Patterns - Chaining, orchestration, and composition
	Root Upstream Runtime - Embed OpenAPI/MCP upstream tools in Elixir callers or mix ptc.repl
	MCP Aggregator Mode - Expose the same upstream runtime through ptc_runner_mcp
	Testing - Mocking LLMs and integration testing
	Troubleshooting - Common issues and solutions
	MCP Getting Started - Using ptc_runner_mcp from MCP clients or server-side agent runtimes (overview: docs/mcp-server.md)

Reference
	Signature Syntax - Input/output type contracts
	PTC-Lisp Specification - The language SubAgents write (a Clojure subset: 211 of 534 clojure.core vars, plus clojure.string, clojure.set, clojure.walk, and java.lang.Math)
	Namespace Conformance - Generated coverage index for supported Clojure namespaces, Java compatibility targets, and PTC-specific extensions
	Function Reference - All built-in functions with signatures
	Clojure Conformance - Gaps | Java Interop

	Benchmark Evaluation - LLM accuracy by model

PTC-Lisp follows Clojure where that is safe and bounded. Intentional divergences favor sandbox safety and recoverable signal values for Clojure-named helpers; Java-named dot methods keep Java semantics.
Interactive
	mix ptc.repl - Interactive REPL for testing PTC-Lisp expressions
	Playground Livebook - Try PTC-Lisp interactively
	LLM Agent Livebook - Build an agent end-to-end
	Output Modes in an App Loop - Pick :text plain, :text structured, or :ptc_lisp per user message in a chat-shaped app
	Examples - Runnable example applications including Wire Transfer (human-in-the-loop workflow)
	Blog - Articles and updates

Trace Viewer
A built-in web UI for browsing execution traces with turn-by-turn drill-down:
mix ptc.viewer --trace-dir traces

See Observability Guide for details.
Low-Level API
For direct program execution without the agentic loop:
{:ok, step} = PtcRunner.Lisp.run(
  "(->> data/items (filter :active) (count))",
  context: %{items: items}
)
step.return  #=> 3
Programs run in isolated BEAM processes with resource limits (1s timeout, 10MB heap).
See PtcRunner.Lisp module docs for options.
License
MIT. This license applies to the repository, including the MCP server in
mcp_server/.


  

    LICENSE


MIT License

Copyright (c) 2025 Andreas Ronge

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.



  

    Getting Started with SubAgents

This guide walks you through your first SubAgent - from a minimal example to understanding the core execution model.
Prerequisites
	Elixir 1.15+
	An LLM provider (OpenRouter, Anthropic, OpenAI, etc.)

The Simplest SubAgent
{:ok, step} = PtcRunner.SubAgent.run(
  "How many r's are in raspberry?",
  llm: "haiku"
)

step.return  #=> 3
That's it. No tools, no signature, no validation - just a prompt and a model name.
Why This Matters
The SubAgent doesn't answer directly - it writes a program that computes the answer:
(count (filter #(= % "r") (seq "raspberry")))
This is the core insight of PTC (Programmatic Tool Calling): instead of asking the LLM to be the computer, ask it to program the computer. The LLM reasons and generates code; the actual computation runs in a sandboxed interpreter where results are deterministic.
With Context
Pass data to the prompt using {{placeholders}}:
{:ok, step} = PtcRunner.SubAgent.run(
  "Summarize in one sentence: {{text}}",
  context: %{text: "Long article about climate change..."},
  llm: my_llm
)

step.return  #=> "Climate change poses significant global challenges..."
With Type Validation
Add a signature to validate the output structure:
{:ok, step} = PtcRunner.SubAgent.run(
  "Rate this review sentiment",
  context: %{review: "Great product, love it!"},
  signature: "{sentiment :string, score :float}",
  llm: my_llm
)

step.return["sentiment"]  #=> "positive"
step.return["score"]      #=> 0.95
Text Mode (Simpler Alternative)
For tasks that don't need PTC-Lisp, use output: :text. The behavior auto-detects based on whether tools are provided and the return type:
{:ok, step} = PtcRunner.SubAgent.run(
  "Extract the person's name and age from: {{text}}",
  context: %{text: "John is 25 years old"},
  output: :text,
  signature: "(text :string) -> {name :string, age :int}",
  llm: my_llm
)

step.return["name"]  #=> "John"
step.return["age"]   #=> 25
With a complex return type and no tools, the LLM returns structured JSON directly. With no signature or a :string return type, it returns raw text. Use it when you need structured output but not computation.
Text mode supports full Mustache templating including sections for lists:
# Iterate over list data with {{#section}}...{{/section}}
SubAgent.new(
  prompt: "Summarize these items: {{#items}}{{name}}, {{/items}}",
  output: :text,
  signature: "(items [{name :string}]) -> {summary :string}"
)
Constraints: Signature is optional. Tools are optional. Compaction is not supported.
See Text Mode Guide for Mustache syntax, validation rules, tool calling, and examples.
Text Mode with Tools (For Smaller LLMs)
For smaller or faster LLMs that can use native tool calling but can't generate PTC-Lisp, use output: :text with tools:
{:ok, step} = PtcRunner.SubAgent.run(
  "What is 17 + 25? Use the add tool.",
  output: :text,
  signature: "() -> {result :int}",
  tools: %{
    "add" => {fn args -> args["a"] + args["b"] end,
              signature: "(a :int, b :int) -> :int",
              description: "Add two numbers"}
  },
  llm: my_llm
)

step.return["result"]  #=> 42
Text mode auto-detects tool calling when tools are provided. It converts tool signatures to JSON Schema and uses the LLM provider's native tool calling API. The LLM calls tools, ptc_runner executes them, and the loop continues until the LLM returns a final answer. If a complex return type is specified, the answer is validated as JSON against the signature. If no signature or :string return type, the raw text answer is returned.
Constraints: No memory persistence between turns.
See Text Mode Guide for multi-tool scenarios, limits, and error handling.
Text Mode with Deterministic Compute (Combined Mode)
LLMs are unreliable at tasks like counting characters, slicing strings, exact arithmetic, and other deterministic operations — tokenization hides individual characters, and the model's "calculator in its head" silently miscounts. Combined mode (output: :text, ptc_transport: :tool_call) gives the LLM an escape hatch: a lisp_eval tool the model can call to run a small program in a sandbox.
{:ok, step} = PtcRunner.SubAgent.run(
  "How many letter r in raspberry?",
  prompt: "You are a helpful assistant. For deterministic computation
           (counting, arithmetic, string manipulation), call
           lisp_eval instead of computing in your head.",
  output: :text,
  ptc_transport: :tool_call,
  llm: my_llm,
  max_turns: 4
)

step.return  #=> "There are 3 letter r's in 'raspberry'."
What happens under the hood:
	The LLM sees lisp_eval in the tool list plus a compact PTC-Lisp reference card in the system prompt (~270 tokens).
	It calls lisp_eval with a program like (count (filter #(= \r %) "raspberry")).
	The runtime returns 3 as a tool result.
	The LLM composes the final text answer from that tool result.

No app tools are required. Combined mode is useful even with zero tools registered — lisp_eval alone covers counting, regex matching, joining, sorting, slicing, and arbitrary arithmetic. When you do register app tools with expose: :both, cache: true, the LLM can also escalate large native results into PTC-Lisp programs without re-fetching (see Text Mode + PTC-Lisp Compute for that pattern).
When to use combined mode:
	Chat agents that occasionally need character counting, exact arithmetic, or list/string transformations.
	Agents whose tools return data the LLM should aggregate, filter, or join deterministically.
	Cases where you'd otherwise write a one-off count_chars/sort/filter tool for every task.

Trade-offs:
	The reference card adds ~270 tokens to every system prompt — a permanent tax. Worth it only if you actually expect deterministic-compute questions.
	The model has to decide to escalate. The system-prompt nudge above ("call lisp_eval instead of computing in your head") matters; without it, smaller models will still try to count by themselves.

Adding Tools
Tools let the agent call functions to gather information:
{:ok, step} = PtcRunner.SubAgent.run(
  "What is the most expensive product?",
  signature: "{name :string, price :float}",
  tools: %{"list_products" => &MyApp.Products.list/0},
  llm: my_llm
)

step.return["name"]   #=> "Widget Pro"
step.return["price"]  #=> 299.99
With tools, the SubAgent enters an agentic loop - it calls tools and reasons until it has enough information to return.
Execution Behavior
	Mode	Condition	Behavior
	Single-shot	max_turns: 1 and no tools	One LLM call, expression returned directly
	Loop (PTC-Lisp)	Tools or max_turns > 1	Multiple turns until (return ...) or (fail ...)
	Loop (Text)	output: :text with tools	LLM calls tools via native API, returns final text or JSON

In single-shot mode, the LLM's expression is evaluated and returned directly. In PTC-Lisp loop mode, the agent must explicitly call return or fail to complete. In text mode with tools, the loop ends when the LLM returns content without tool calls.
Common Pitfall: If your agent produces correct results but keeps looping until
max_turns_exceeded, it's likely in loop mode without calling return. Either set
max_turns: 1 for single-shot execution, or ensure your prompt guides the LLM to
use (return {:value ...}) when done.

Validation Retries with retry_turns
By default, if return value validation fails, the agent stops with an error. To enable automatic recovery, use the retry_turns option to give agents a limited budget for retrying after validation failures:
{:ok, step} = PtcRunner.SubAgent.run(
  "Extract and return user data",
  signature: "{name :string, age :int}",
  retry_turns: 3,  # Budget for 3 retry attempts if validation fails
  llm: my_llm
)
When validation fails and retries are available:
	The agent enters retry mode with the original error message and guidance
	The LLM sees feedback like "Retry 1 of 3" to understand how many attempts remain
	The agent must call (return new_value) to complete
	If validation passes, the loop continues normally
	If retries are exhausted, the agent returns an error

The retry_turns option uses a unified budget model alongside max_turns:
	Work turns (max_turns): Used for normal execution with tools available
	Retry turns (retry_turns): Used only after validation failures, with no tools

This separation lets agents safely explore solutions during work turns, then recover from validation errors during retry turns without consuming the main work budget.
Note: Single-shot agents with retry_turns > 0 accumulate the failed attempts in raw form — the retry budget is small by design, so context inflation isn't a concern. For multi-turn agents that need long-running history management, see Context Compaction.

Debugging Execution
To see what the agent is doing, use PtcRunner.SubAgent.Debug.print_trace/2:
{:ok, step} = SubAgent.run(prompt, llm: my_llm)
PtcRunner.SubAgent.Debug.print_trace(step)
For more detail, include raw LLM output (reasoning) or the actual messages sent:
# Include LLM reasoning/commentary
PtcRunner.SubAgent.Debug.print_trace(step, raw: true)

# Show full messages sent to LLM
PtcRunner.SubAgent.Debug.print_trace(step, messages: true)
This is essential for identifying why a model might be failing or ignoring tool instructions.
More options: See Observability for compaction, telemetry, and production tips.

Signatures (Optional)
Signatures define a contract for inputs and outputs:
# Output only
signature: "{name :string, price :float}"

# With inputs (for reusable agents)
signature: "(query :string) -> [{id :int, title :string}]"
When provided, signatures:
	Validate return data (agent retries on mismatch)
	Document expected shape to the LLM
	Give your Elixir code predictable types

See Signature Syntax for full syntax.
Providing an LLM
Add {:req_llm, "~> 1.8"} to your deps for the built-in adapter:
# Pass model alias directly - simplest approach
{:ok, step} = PtcRunner.SubAgent.run("What is 2 + 2?", llm: "haiku")

# Or with explicit provider
{:ok, step} = PtcRunner.SubAgent.run("What is 2 + 2?", llm: "bedrock:haiku")

# Or full model ID
{:ok, step} = PtcRunner.SubAgent.run("What is 2 + 2?", llm: "openrouter:anthropic/claude-haiku-4.5")
You can also create a callback explicitly (using a full provider:model string)
or supply a custom function:
# Create callback with options (requires provider:model, not a bare alias)
llm = PtcRunner.LLM.callback("openrouter:anthropic/claude-haiku-4.5", cache: true)
{:ok, step} = PtcRunner.SubAgent.run(agent, llm: llm)

# Or supply any callback function directly
llm = fn %{system: system, messages: messages} ->
  # Call your LLM provider here
  {:ok, response_text}
end
See LLM Setup for provider configuration, model aliases,
custom registries, streaming, and framework integration.
Defining Tools
Tools are functions the SubAgent can call. Provide them as a map:
tools = %{
  "list_products" => &MyApp.Products.list/0,
  "get_product" => &MyApp.Products.get/1,
  "search" => fn %{query: q, limit: l} -> MyApp.search(q, l) end
}
Auto-Extraction from @spec and @doc
Tool signatures and descriptions are auto-extracted when available:
# In your module
@doc "Search for items matching the query string"
@spec search(String.t(), integer()) :: [map()]
def search(query, limit), do: ...

# Auto-extracted:
#   signature: "(query :string, limit :int) -> [:map]"
#   description: "Search for items matching the query string"
tools = %{"search" => &MyApp.search/2}
Explicit Signatures
For functions without specs, provide a signature explicitly:
tools = %{
  "search" => {&MyApp.search/2, "(query :string, limit :int) -> [{id :int}]"}
}
For production tools, add descriptions and explicit signatures using keyword list format:
tools = %{
  "search" => {&MyApp.search/2,
    signature: "(query :string, limit :int?) -> [{id :int, title :string}]",
    description: "Search for items matching query. Returns up to limit results (default 10)."
  }
}
Result Caching
For tools with stable, pure outputs (same inputs always produce the same result),
enable cache: true to avoid redundant calls across turns:
tools = %{
  "get-config" => {&MyApp.get_config/1,
    signature: "(key :string) -> :any",
    cache: true
  }
}
Cached results persist across turns within a single SubAgent.run/2 call. Only
successful results are cached — errors are never stored. Do not use on tools that
read mutable state modifiable by other tools in the session.
See PtcRunner.Tool for all supported tool formats.
Builtin LLM Queries
Enable llm_query: true to let the agent make ad-hoc LLM calls from PTC-Lisp without defining separate tools:
{:ok, step} = PtcRunner.SubAgent.run(
  "Classify each item by urgency",
  signature: "(items [:map]) -> {urgent [:map]}",
  llm_query: true,
  llm: my_llm,
  context: %{items: items}
)
The agent can call tool/llm-query with a prompt and optional signature for classification, judgment, or extraction tasks. See Composition Patterns for details.
Builtin Tools
Use builtin_tools to enable utility tool families without defining them yourself:
{:ok, step} = PtcRunner.SubAgent.run(
  "Find lines mentioning 'error' in the log",
  builtin_tools: [:grep],
  llm: my_llm,
  context: %{log: log_text}
)
The :grep family adds tool/grep and tool/grep-n (line-numbered variant). Multiple families can be combined: builtin_tools: [:grep]. User-defined tools with the same name take precedence.
Text mode note: In text mode (output: :text), tool names with hyphens are automatically sanitized to underscores for the LLM provider API (e.g., grep-n becomes grep_n). The mapping is handled transparently.
Agent as Data
For reusable agents, create the struct separately:
# Define once
product_finder = PtcRunner.SubAgent.new(
  prompt: "Find the most expensive product",
  signature: "{name :string, price :float}",
  tools: product_tools,
  max_turns: 5
)

# Execute with runtime params
{:ok, step} = PtcRunner.SubAgent.run(product_finder, llm: my_llm)
This separation enables testing, composition, and reuse.
SubAgents also support fields for documentation (description, field_descriptions, context_descriptions), output formatting (format_options, float_precision), and memory limits (memory_limit, memory_strategy). See PtcRunner.SubAgent.new/1 for all options.
State Persistence
Use def to store values that persist across turns within a single run:
(def cache result)   ; store
cache                ; access as plain symbol
Use defn to define reusable functions:
(defn expensive? [item] (> (:price item) 1000))
(filter expensive? data/items)
State is scoped per-agent and hidden from prompts. See Core Concepts for details.
Multi-Turn Chat
For chat applications where conversation history persists across calls, use chat/3:
agent = PtcRunner.SubAgent.new(
  prompt: "placeholder",
  output: :text,
  system_prompt: "You are a helpful assistant."
)

# First turn
{:ok, reply, messages, _memory} = PtcRunner.SubAgent.chat(agent, "Hello!", llm: my_llm)

# Second turn — pass messages back to continue the conversation
{:ok, reply2, messages2, _memory} = PtcRunner.SubAgent.chat(
  agent, "Tell me more",
  llm: my_llm, messages: messages
)
chat/3 auto-detects mode based on agent.output:
	:text — Forces text mode, clears signature. Returns plain text with empty memory.
	:ptc_lisp — Keeps PTC-Lisp mode. Returns structured data and memory (variables defined via def).

The system prompt is managed by the agent struct — you don't need to include it in the messages list.
PTC-Lisp Mode Chat
For chatbots that need tools, memory, or computed results:
agent = PtcRunner.SubAgent.new(
  prompt: "placeholder",
  output: :ptc_lisp,
  system_prompt: "You are a helpful assistant.",
  tools: my_tools
)

# First turn — LLM can use tools and define variables
{:ok, result, messages, memory} = PtcRunner.SubAgent.chat(agent, "Look up X", llm: my_llm)

# Second turn — thread both messages and memory
{:ok, result2, messages2, memory2} = PtcRunner.SubAgent.chat(
  agent, "Now use that result",
  llm: my_llm, messages: messages, memory: memory
)
The :memory option seeds the PTC-Lisp environment with variables from a prior call, so the LLM can reference them without re-computing.
Streaming
Streaming works via on_chunk:
{:ok, reply, messages, _memory} = PtcRunner.SubAgent.chat(agent, "Hello!",
  llm: my_llm,
  on_chunk: fn %{delta: text} -> IO.write(text) end
)
See Phoenix Streaming for a full LiveView integration recipe.
See Also
	LLM Setup - Providers, streaming, custom adapters, framework integration
	Text Mode Guide - Text mode, Mustache templates, tool calling, and structured output
	PTC-Lisp Transport - ptc_transport: :content (default) vs :tool_call (opt-in)
	Text Mode + PTC-Lisp Compute - Combined mode (output: :text, ptc_transport: :tool_call) for chat agents that escalate to deterministic compute
	Output Modes in an App Loop - Runnable livebook showing how to pick :text plain, :text structured, or :ptc_lisp per user message
	Phoenix Streaming - Real-time streaming in LiveView
	Core Concepts - Context and memory
	Observability - Telemetry, debug mode, and tracing
	Patterns - Chaining, orchestration, and composition
	Signature Syntax - Full signature syntax reference
	Advanced Topics - ReAct patterns and the compile pattern
	PtcRunner.SubAgent - API reference



  

    LLM Setup

How to connect SubAgent to an LLM provider — from the built-in adapter to custom integrations.
Quick Start
Add the dependencies:
def deps do
  [
    {:ptc_runner, "~> 0.13.0"},
    {:req_llm, "~> 1.8"}  # enables the built-in adapter
  ]
end
Set your API key and run:
export OPENROUTER_API_KEY=sk-or-...

# Pass model alias directly - no callback needed!
{:ok, step} = PtcRunner.SubAgent.run("What is 2 + 2?", llm: "haiku")
step.return  #=> 4
That's it. The built-in adapter handles text generation, structured output, tool calling,
and prompt caching across providers.
Model Aliases
SubAgent accepts model strings directly via the llm: option. Aliases are resolved
automatically through PtcRunner.LLM.Registry:
# Using aliases (resolved to default provider)
{:ok, step} = SubAgent.run(agent, llm: "haiku")
{:ok, step} = SubAgent.run(agent, llm: "sonnet")

# Using provider:alias format
{:ok, step} = SubAgent.run(agent, llm: "bedrock:haiku")
{:ok, step} = SubAgent.run(agent, llm: "openrouter:sonnet")

# Using full model IDs (passthrough)
{:ok, step} = SubAgent.run(agent, llm: "openrouter:anthropic/claude-haiku-4.5")
Built-in Aliases
	Alias	Description	Providers
	haiku	Claude Haiku 4.5 - Fast, cost-effective	openrouter, bedrock, anthropic
	sonnet	Claude Sonnet 4.5 - Balanced performance	openrouter, bedrock, anthropic
	gemini	Gemini 2.5 Flash - Google's fast model	openrouter, google
	deepseek	DeepSeek Chat V3 - Cost-effective reasoning	openrouter
	gpt	GPT-4.1 Mini - OpenAI's efficient model	openrouter, openai
	qwen-local	Qwen 2.5 Coder 7B - Local via Ollama	ollama

Default Provider
Configure the default provider:
# In config.exs
config :ptc_runner, :default_provider, :bedrock

# Or via environment variable
export LLM_DEFAULT_PROVIDER=bedrock
When you use an alias like "haiku", it resolves using the default provider.
With bedrock as default, "haiku" becomes "amazon_bedrock:anthropic.claude-haiku-4-5-20251001-v1:0".
Custom Model Registry
To add custom aliases or override the default registry, implement the
PtcRunner.LLM.Registry behaviour:
defmodule MyApp.ModelRegistry do
  @behaviour PtcRunner.LLM.Registry

  @impl true
  def resolve("fast"), do: {:ok, "anthropic:claude-haiku-4-5-20251001"}
  def resolve("smart"), do: {:ok, "anthropic:claude-sonnet-4-5-20250929"}
  def resolve(name), do: PtcRunner.LLM.DefaultRegistry.resolve(name)

  @impl true
  def resolve!(name) do
    case resolve(name) do
      {:ok, model_id} -> model_id
      {:error, reason} -> raise ArgumentError, reason
    end
  end

  @impl true
  def validate(model_string) do
    case resolve(model_string) do
      {:ok, _} -> :ok
      {:error, reason} -> {:error, reason}
    end
  end

  # Delegate remaining callbacks to DefaultRegistry
  @impl true
  defdelegate default_model(), to: PtcRunner.LLM.DefaultRegistry
  @impl true
  defdelegate default_provider(), to: PtcRunner.LLM.DefaultRegistry
  @impl true
  defdelegate aliases(), to: PtcRunner.LLM.DefaultRegistry
  @impl true
  defdelegate list_models(), to: PtcRunner.LLM.DefaultRegistry
  @impl true
  defdelegate preset_models(provider), to: PtcRunner.LLM.DefaultRegistry
  @impl true
  defdelegate available_providers(), to: PtcRunner.LLM.DefaultRegistry
  @impl true
  defdelegate provider_from_model(model), to: PtcRunner.LLM.DefaultRegistry
end
Register it in your config:
config :ptc_runner, :model_registry, MyApp.ModelRegistry
Now you can use your custom aliases:
{:ok, step} = SubAgent.run(agent, llm: "fast")  # Your custom alias
{:ok, step} = SubAgent.run(agent, llm: "haiku") # Still works via delegation
Built-in Adapter
PtcRunner.LLM.callback/2 creates a SubAgent-compatible callback using the built-in
PtcRunner.LLM.ReqLLMAdapter. It resolves aliases via PtcRunner.LLM.Registry
(e.g., "haiku" → "openrouter:anthropic/claude-haiku-4.5"), so you can pass
aliases directly. Already-resolved provider:model strings pass through unchanged.
Supported provider prefixes:
	Prefix	Provider	API Key Env Var
	openrouter:	OpenRouter	OPENROUTER_API_KEY
	anthropic:	Anthropic direct	ANTHROPIC_API_KEY
	bedrock:	AWS Bedrock	AWS_ACCESS_KEY_ID
	google:	Google Gemini	GOOGLE_API_KEY
	openai:	OpenAI	OPENAI_API_KEY
	groq:	Groq	GROQ_API_KEY
	ollama:	Local Ollama	(none)
	openai-compat:	Any OpenAI-compatible	(varies)

# Cloud providers (use provider:model format)
PtcRunner.LLM.callback("openrouter:anthropic/claude-sonnet-4")
PtcRunner.LLM.callback("anthropic:claude-haiku-4-5-20251001")
PtcRunner.LLM.callback("amazon_bedrock:anthropic.claude-haiku-4-5-20251001-v1:0", cache: true)
PtcRunner.LLM.callback("google:gemini-2.5-flash")

# Local providers
PtcRunner.LLM.callback("ollama:deepseek-coder:6.7b")
PtcRunner.LLM.callback("openai-compat:http://localhost:1234/v1|my-model")
Prompt Caching
Pass cache: true to enable prompt caching on supported providers (Anthropic, Bedrock
Claude, OpenRouter with Anthropic models):
llm = PtcRunner.LLM.callback("anthropic:claude-haiku-4-5-20251001", cache: true)
Bedrock Region
For AWS Bedrock, the region is resolved in order:
	AWS_REGION environment variable
	config :ptc_runner, :bedrock_region, "us-east-1"
	Default: "eu-north-1"

Streaming
Pass on_chunk to receive text chunks in real-time:
llm = PtcRunner.LLM.callback("openrouter:anthropic/claude-haiku-4.5")
on_chunk = fn %{delta: text} -> IO.write(text) end

{:ok, step} = PtcRunner.SubAgent.run(agent, llm: llm, on_chunk: on_chunk)
When the adapter supports stream/2, chunks arrive incrementally. Otherwise on_chunk
fires once with the full content (graceful degradation). For agents with tools, on_chunk
fires on the final text answer only — tool-calling turns are not streamed.
See PtcRunner.LLM.callback/2 for details.
Custom Callback
SubAgent is provider-agnostic. Any function that accepts a request map and returns
{:ok, content} or {:ok, %{content: ..., tokens: ...}} works:
llm = fn %{system: system, messages: messages} ->
  # Call your provider here
  {:ok, "response text"}
end

{:ok, step} = PtcRunner.SubAgent.run("Hello", llm: llm)
The request map contains:
	Key	Type	Description
	system	String.t()	System prompt (include in messages sent to LLM)
	messages	[map()]	Conversation history
	schema	map() | nil	JSON Schema for structured output
	tools	[map()] | nil	Tool definitions for tool calling
	cache	boolean()	Prompt caching hint
	turn	integer()	Current turn number

The return value shape depends on what the agent needs:
# Minimal — text only
{:ok, "response text"}

# With token tracking
{:ok, %{content: "response text", tokens: %{input: 100, output: 50}}}

# With tool calls (when tools are in the request)
{:ok, %{tool_calls: [%{name: "search", args: %{"q" => "test"}}], content: nil, tokens: %{}}}
Writing an Adapter Module
For reuse across your application, implement the PtcRunner.LLM behaviour:
defmodule MyApp.LLMAdapter do
  @behaviour PtcRunner.LLM

  @impl true
  def call(model, request) do
    messages = [%{role: :system, content: request.system} | request.messages]
    # ... call your provider, return {:ok, %{content: ..., tokens: ...}}
  end

  # Optional — enables streaming via on_chunk
  @impl true
  def stream(model, request) do
    # Return {:ok, stream} where stream emits %{delta: text} and %{done: true, tokens: map()}
    # Or {:error, :streaming_not_supported} to fall back to call/2
  end
end
Register it globally:
# config/config.exs
config :ptc_runner, :llm_adapter, MyApp.LLMAdapter
Then use PtcRunner.LLM.callback/2 as normal — it delegates to your adapter:
llm = PtcRunner.LLM.callback("my-model-name", cache: true)
Framework Integration Examples
The callback interface makes it straightforward to wrap any LLM library.
Req (Direct HTTP)
Call any OpenAI-compatible API with Req:
llm = fn %{system: system, messages: messages} ->
  body = %{
    model: "gpt-4.1-mini",
    messages: [%{role: "system", content: system} | messages]
  }

  case Req.post!("https://api.openai.com/v1/chat/completions",
         json: body,
         headers: [{"authorization", "Bearer #{System.get_env("OPENAI_API_KEY")}"}]
       ) do
    %{status: 200, body: %{"choices" => [%{"message" => %{"content" => text}} | _]}} ->
      {:ok, text}

    %{body: body} ->
      {:error, body}
  end
end
LangChain
Wrap LangChain chains:
llm = fn %{system: system, messages: messages} ->
  {:ok, chain} =
    LangChain.Chains.LLMChain.new(%{
      llm: LangChain.ChatModels.ChatOpenAI.new!(%{model: "gpt-4.1-mini"})
    })

  all_messages =
    [LangChain.Message.new_system!(system)] ++
      Enum.map(messages, fn
        %{role: :user, content: c} -> LangChain.Message.new_user!(c)
        %{role: :assistant, content: c} -> LangChain.Message.new_assistant!(c)
      end)

  case LangChain.Chains.LLMChain.run(chain, %{messages: all_messages}) do
    {:ok, _chain, %LangChain.Message{content: content}} ->
      {:ok, content}

    {:error, reason} ->
      {:error, reason}
  end
end
Bumblebee (Local Models via Nx)
Run models locally with Bumblebee:
# Start the serving in your application supervisor
{:ok, _} = Bumblebee.Text.Generation.serving(model_info, tokenizer, generation_config)

llm = fn %{system: system, messages: messages} ->
  prompt = format_chat_prompt(system, messages)

  case Nx.Serving.batched_run(MyApp.LLMServing, prompt) do
    %{results: [%{text: text}]} -> {:ok, text}
    error -> {:error, error}
  end
end
Instructor (Structured Output)
Instructor specializes in structured output, which
pairs well with text-mode SubAgents:
defmodule MyApp.InstructorAdapter do
  @behaviour PtcRunner.LLM

  @impl true
  def call(model, %{schema: schema} = req) when is_map(schema) do
    messages = [%{role: "system", content: req.system} | req.messages]

    case Instructor.chat_completion(model: model, messages: messages, response_model: schema) do
      {:ok, result} ->
        {:ok, %{content: Jason.encode!(result), tokens: %{}}}

      {:error, reason} ->
        {:error, reason}
    end
  end

  def call(model, req) do
    # Fall back to plain text generation for non-schema requests
    # ...
  end
end
Adapter Resolution
When you call PtcRunner.LLM.callback/2 or PtcRunner.LLM.call/2, the adapter is
resolved in this order:
	config :ptc_runner, :llm_adapter, MyApp.LLMAdapter — explicit config
	PtcRunner.LLM.ReqLLMAdapter — auto-discovered when req_llm is in deps
	Raises with setup instructions if neither is available

This means adding {:req_llm, "~> 1.8"} to your deps is all you need — no config
required.
See Also
	Getting Started — First SubAgent walkthrough
	Structured Output Callbacks — Schema handling, tool calling, and provider-specific patterns
	PtcRunner.LLM — API reference
	PtcRunner.LLM.ReqLLMAdapter — Built-in adapter reference



  

    Text Mode SubAgents

Text mode (output: :text) lets the LLM respond directly without generating PTC-Lisp code. It covers four variants, auto-detected based on whether tools are provided and the return type:
	Variant	Tools	Signature / Return Type	Behavior
	Plain text	No	None or :string	Raw text response
	JSON	No	Complex type (map, list, float, int)	Structured JSON response
	Tool + text	Yes	None or :string	Tool loop, then text answer
	Tool + JSON	Yes	Complex type (map, list, float, int)	Tool loop, then JSON answer

When to Use Text Mode
	Task Type	Mode	Why
	Free-form question answering	Text (plain text)	No structure needed
	Classification	Text (JSON)	Direct structured response
	Entity extraction	Text (JSON)	No computation needed
	Summarization with structure	Text (JSON)	Simple output mapping
	Tools with small/fast LLMs	Text (tool + JSON)	Native tool calling, no PTC-Lisp needed
	Tools with free-form answer	Text (tool + text)	Tool use without structured output
	Multi-step reasoning	PTC-Lisp	Needs tool calls + computation
	Data transformation	PTC-Lisp	Needs computation
	External API calls	PTC-Lisp	Needs tools + orchestration

Choose text mode over PTC-Lisp when:
	Using smaller models (Haiku, GPT-4.1 Mini, Gemma, Llama) that struggle with PTC-Lisp syntax
	You want the LLM provider to handle tool schema formatting
	You don't need memory persistence between turns
	You need a plain text or simple structured response

Basic Usage
Plain Text (No Signature)
{:ok, step} = SubAgent.run(
  "Summarize this article: {{text}}",
  context: %{text: "Long article..."},
  output: :text,
  llm: my_llm
)

step.return  #=> "The article discusses..."  (raw string)
JSON (Complex Return Type)
{:ok, step} = SubAgent.run(
  "Classify the sentiment of: {{text}}",
  context: %{text: "I love this product!"},
  output: :text,
  signature: "(text :string) -> {sentiment :string, score :float}",
  llm: my_llm
)

step.return  #=> %{"sentiment" => "positive", "score" => 0.95}
Tool + Text (Tools with String Return)
{:ok, step} = SubAgent.run(
  "Use the search tool to find info about Elixir, then summarize.",
  output: :text,
  tools: %{
    "search" => {&MyApp.search/1,
                 signature: "(query :string) -> [{title :string, snippet :string}]",
                 description: "Search the web"}
  },
  llm: my_llm
)

step.return  #=> "Elixir is a dynamic, functional language..."  (raw string)
Tool + JSON (Tools with Complex Return Type)
{:ok, step} = SubAgent.run(
  "What is 17 + 25? Use the add tool.",
  output: :text,
  signature: "() -> {result :int}",
  tools: %{
    "add" => {fn args -> args["a"] + args["b"] end,
              signature: "(a :int, b :int) -> :int",
              description: "Add two numbers"}
  },
  llm: my_llm
)

step.return["result"]  #=> 42
Constraints: Signature is optional. Tools are optional. When no signature or a :string return type is used, text mode returns a raw string. When a complex return type (map, list, float, int) is used, text mode returns JSON. Compaction is not supported.
How It Works
Without Tools
	The prompt and context are sent to the LLM
	The LLM responds with text
	If a complex return type is specified, the response is parsed as JSON and validated against the signature
	If no signature or :string return type, the raw text is returned

With Tools
The execution flow uses the LLM provider's native tool calling API:
	Tool signatures are converted to JSON Schema and sent to the LLM provider
	The LLM uses its native tool calling API to request tool executions
	ptc_runner executes the tools and feeds results back
	The loop continues until the LLM returns a final answer
	If a complex return type is specified, the answer is validated against the signature

LLM ──tool_call──> ptc_runner executes tool ──result──> LLM
LLM ──tool_call──> ptc_runner executes tool ──result──> LLM
LLM ──final answer──> validate (if complex type) ──> Step
Mustache Templates
Text mode embeds data directly in the prompt using Mustache syntax. When a signature with input parameters is provided, all parameters must appear in the prompt.
Simple Variables
Reference context values with {{variable}}:
SubAgent.new(
  prompt: "Analyze the sentiment of: {{text}}",
  output: :text,
  signature: "(text :string) -> {sentiment :string}"
)
Nested access uses dot notation: {{user.name}}, {{order.items.count}}.
Sections for Lists
Iterate over lists with {{#section}}...{{/section}}:
SubAgent.new(
  prompt: """
  Categorize these products:
  {{#products}}
  - {{name}}: ${{price}}
  {{/products}}
  """,
  output: :text,
  signature: "(products [{name :string, price :float}]) -> {categories [{name :string, category :string}]}"
)
With context %{products: [%{name: "Widget", price: 9.99}, %{name: "Gadget", price: 19.99}]}, the prompt expands to:
Categorize these products:
- Widget: $9.99
- Gadget: $19.99
Scalar Lists with Dot Notation
For lists of primitives, use {{.}} to reference the current element:
SubAgent.new(
  prompt: "Classify these tags: {{#tags}}{{.}}, {{/tags}}",
  output: :text,
  signature: "(tags [:string]) -> {primary_tag :string}"
)
Inverted Sections
Use {{^section}} to render content when a value is falsy or empty:
SubAgent.new(
  prompt: """
  {{#items}}Process items...{{/items}}
  {{^items}}No items to process.{{/items}}
  """,
  output: :text,
  signature: "(items [:string]) -> {status :string}"
)
Validation Rules
When a signature with input parameters is provided, text mode enforces strict validation at agent construction time.
All Parameters Must Be Used
Every signature parameter must appear in the prompt (as a variable or section):
# Valid - both params used
SubAgent.new(
  prompt: "Analyze {{text}} for {{user}}",
  output: :text,
  signature: "(text :string, user :string) -> {result :string}"
)

# Invalid - 'user' not used
SubAgent.new(
  prompt: "Analyze {{text}}",
  output: :text,
  signature: "(text :string, user :string) -> {result :string}"
)
# => ArgumentError: Text mode requires all signature params in prompt. Unused: ["user"]
Section Fields Must Match Signature
Fields inside sections are validated against the element type:
# Valid - 'name' exists in element type
SubAgent.new(
  prompt: "{{#items}}{{name}}{{/items}}",
  output: :text,
  signature: "(items [{name :string, price :float}]) -> {count :int}"
)

# Invalid - 'unknown' not in element type
SubAgent.new(
  prompt: "{{#items}}{{unknown}}{{/items}}",
  output: :text,
  signature: "(items [{name :string}]) -> {count :int}"
)
# => ArgumentError: {{unknown}} inside {{#items}} not found in element type
Dot Notation Requires Scalar Lists
Use {{.}} only for lists of primitives, not lists of maps:
# Valid - tags is [:string]
SubAgent.new(
  prompt: "{{#tags}}{{.}}{{/tags}}",
  output: :text,
  signature: "(tags [:string]) -> {count :int}"
)

# Invalid - items is [{name :string}], use {{name}} instead
SubAgent.new(
  prompt: "{{#items}}{{.}}{{/items}}",
  output: :text,
  signature: "(items [{name :string}]) -> {count :int}"
)
# => ArgumentError: {{.}} inside {{#items}} - use {{field}} instead (list contains maps)
Multiple Tools
Provide multiple tools and the LLM decides which to call:
tools = %{
  "multiply" => {fn args -> args["a"] * args["b"] end,
                 signature: "(a :int, b :int) -> :int",
                 description: "Multiply two numbers"},
  "subtract" => {fn args -> args["a"] - args["b"] end,
                 signature: "(a :int, b :int) -> :int",
                 description: "Subtract b from a"}
}

{:ok, step} = SubAgent.run(
  "Calculate (6 * 7) - 10",
  output: :text,
  signature: "() -> {result :int}",
  tools: tools,
  max_turns: 5,
  llm: my_llm
)

step.return["result"]  #=> 32
The LLM may call multiple tools per turn or across multiple turns.
Tool Signatures
Tool signatures define the JSON Schema sent to the LLM provider. Use the same signature syntax as PTC-Lisp tools:
# Full tool definition with signature and description
"search" => {fn args -> do_search(args["query"]) end,
             signature: "(query :string, limit :int?) -> [{id :int, title :string}]",
             description: "Search the database"}

# Bare function (no schema sent to LLM — not recommended)
"ping" => fn _args -> "pong" end
Optional parameters (:int?) are excluded from the required list in the generated JSON Schema.
Limits and Error Handling
max_turns
Controls total LLM round-trips. Each tool call response and each final answer attempt counts as a turn:
SubAgent.new(
  prompt: "Find and analyze data",
  output: :text,
  signature: "() -> {analysis :string}",
  tools: tools,
  max_turns: 10  # Allow up to 10 LLM calls
)
If exhausted, returns {:error, step} with step.fail.reason == :max_turns_exceeded.
max_tool_calls
Limits total tool executions across all turns:
SubAgent.new(
  prompt: "Search for info",
  output: :text,
  signature: "() -> {answer :string}",
  tools: tools,
  max_tool_calls: 5  # No more than 5 total tool calls
)
When the limit is reached, remaining tool calls in the current turn receive an error message, and the LLM is informed.
Tool Errors
Tool failures don't crash the agent. If a tool raises an exception or isn't found, the error is fed back to the LLM as a tool result, giving it a chance to recover:
# Tool that may fail
"risky" => {fn _args -> raise "service unavailable" end,
            signature: "() -> :string",
            description: "Call external service"}
The LLM receives {"error": "service unavailable"} as the tool result and can adapt its approach.
Text Mode vs PTC-Lisp Mode
	Aspect	Text Mode (no tools)	Text Mode (with tools)	PTC-Lisp Mode
	Data in prompt	Embedded via Mustache	Embedded via Mustache	Shown in Data Inventory
	Template syntax	Full Mustache (sections)	Full Mustache (sections)	Simple {{var}} only
	LLM output	Text or JSON	Tool calls + text/JSON	PTC-Lisp code
	Tools	Not supported	Provider-native API	Supported
	Computation	None	None (tools only)	Full Lisp runtime
	Memory	N/A	Always %{}	Accumulated across turns
	System prompt	Minimal	Minimal	Full PTC-Lisp spec
	Compaction	Not supported	Not supported	Supported
	Sandbox	N/A	Direct function calls	Isolated BEAM process
	Best for	Classification, extraction	Small/fast LLMs with tools	Capable LLMs

Piping Between Modes
Text mode returns the standard Step struct, enabling seamless piping:
# Text mode extracts data
extract_agent = SubAgent.new(
  prompt: "Extract entities from: {{text}}",
  output: :text,
  signature: "(text :string) -> {entities [:string], topic :string}"
)

# PTC-Lisp mode processes with tools
process_agent = SubAgent.new(
  prompt: "Look up details for {{topic}}",
  signature: "(entities [:string], topic :string) -> {details [:map]}",
  tools: %{lookup: &MyApp.lookup/1}
)

{:ok, step1} = SubAgent.run(extract_agent, context: %{text: "..."}, llm: llm)
{:ok, step2} = SubAgent.run(process_agent, context: step1, llm: llm)
Text mode with tools can also pipe to other modes:
# Text mode with tools gathers data
gather = SubAgent.new(
  prompt: "Look up the population of {{city}}",
  output: :text,
  signature: "(city :string) -> {population :int, country :string}",
  tools: %{"lookup" => {&MyApp.lookup/1,
                        signature: "(city :string) -> {population :int, country :string}",
                        description: "Look up city data"}}
)

# Text mode without tools summarizes
summarize = SubAgent.new(
  prompt: "Write a one-sentence summary about {{city}} (pop: {{population}}, in {{country}})",
  output: :text,
  signature: "(city :string, population :int, country :string) -> {summary :string}"
)

{:ok, step1} = SubAgent.run(gather, context: %{city: "Tokyo"}, llm: llm)
{:ok, step2} = SubAgent.run(summarize, context: step1, llm: llm)
See Also
	Getting Started - Basic SubAgent usage
	Output Modes in an App Loop - Runnable livebook contrasting :text plain, :text structured, and :ptc_lisp over one scenario
	Core Concepts - Context, memory, and data flow
	Patterns - Chaining and composition patterns
	Signature Syntax - Full type syntax reference
	PtcRunner.SubAgent.run/2 - API reference
	PtcRunner.SubAgent.Loop.TextMode.run/3 - Text mode execution loop
	PtcRunner.SubAgent.JsonParser.parse/1 - JSON extraction from LLM responses



  

    Text Mode + PTC-Lisp Compute (Combined Mode)

This guide covers combined mode — text agents that opt into the
internal lisp_eval tool so the LLM can escalate to deterministic
PTC-Lisp computation when a result is too large to feed into the chat
context. It is the output: :text, ptc_transport: :tool_call shape.
For the pure transports, see Text Mode and
PTC-Lisp Transport. Combined mode is
orthogonal to both: text agents that want optional escalation paths.
What is combined mode?
Combined mode is a normal text agent with one extra provider-native tool
exposed: lisp_eval. The LLM answers chat-shaped turns directly
when it can; when it needs deterministic compute, multi-tool
orchestration, or filtering over a large result, it calls
lisp_eval with a small PTC-Lisp program that runs in PtcRunner's
sandbox.
agent =
  PtcRunner.SubAgent.new(
    prompt: "You are a support assistant.",
    output: :text,
    ptc_transport: :tool_call,
    tools: %{
      "search_logs" =>
        {&MyApp.Logs.search/1,
         signature: "(query :string) -> [:any]",
         description: "Search log events.",
         expose: :both,
         cache: true,
         native_result: [preview: :metadata]}
    },
    max_turns: 6
  )
The provider sees search_logs (because expose: :both) and
lisp_eval. PTC-Lisp programs see search_logs because the same
:both setting puts it on the program-callable side. Whichever layer
calls the tool first seeds a shared cache; the other layer reuses the
result.
Combined mode is a strict superset of pure text mode in feature surface,
not a replacement. Pure output: :text (without ptc_transport) stays
unchanged.
When to use it
Reach for combined mode when:
	A native tool returns large results (logs, query rows, scrape dumps)
that would otherwise blow the chat context.
	The LLM may need to filter, aggregate, or join across multiple tool
results within one user turn.
	You want a chat-shaped agent UX but with an escape hatch for
deterministic compute on demand.
	You want to share results between a native tool call and a follow-up
PTC-Lisp program without re-running the upstream call.

It is not the right fit when:
	The agent is pure chat with small tool results — overhead from the
compact reference card and lisp_eval schema isn't worth it.
	You already need structured output from a single program — use
output: :ptc_lisp, ptc_transport: :tool_call instead. That mode
short-circuits on (return v) matching the signature; combined mode
does not (see "Final-output semantics" below).

Tool exposure policy
Each tool declares which layer can call it via the expose: option.
	Value	Provider-native?	Inside lisp_eval programs?
	:native	yes	no — (tool/name ...) rejected at parse time
	:ptc_lisp	no	yes — only as (tool/name ...)
	:both	yes	yes

Per-mode defaults when expose: is omitted:
	output:	ptc_transport:	Default expose:
	:text	not :tool_call	:native
	:text	:tool_call (combined)	:native
	:ptc_lisp	any	:ptc_lisp

The intentional gotcha. Combined mode defaults to :native. An
agent that opts into combined mode but tags zero tools as :both or
:ptc_lisp still gets a working lisp_eval — useful for pure
deterministic computation, math, or transforming data passed via
context. But (tool/foo ...) calls inside programs will be rejected
at parse time with a clear error. This is by design: combined mode
forces deliberate exposure decisions rather than auto-promoting every
tool. Tag tools :both (or :ptc_lisp) explicitly to make them
program-callable.
The compact PTC-Lisp reference card is appended to the system prompt
even when zero tools are exposed to programs (see "ptc_reference:
option" below) — lisp_eval itself is still useful, and omitting
the card produces agents that don't know how to use it.
The cache bridge
When a tool is expose: :both, cache: true, native and PTC-Lisp layers
share one cache entry per (tool_name, canonical_args) pair. The
canonical end-to-end transcript:
;; Turn 1 — User question
USER: "How many errors with code 42 last hour?"

;; Turn 2 — LLM calls native search_logs
ASSISTANT (tool_calls): [
  {id: "call_1", name: "search_logs", args: {"query": "error code 42"}}
]

;; Runtime executes search_logs/1 (1842 rows). Stores the full result
;; in tool_cache under canonical key {"search_logs", %{"query" => ...}}.
;; Returns a metadata-only preview to the LLM:

TOOL (tool_call_id: "call_1"): {
  "status": "ok",
  "result_count": 1842,
  "schema": {"type": "array", "items": {"type": "object",
              "properties": {"id": "integer",
                              "timestamp": "string",
                              "message": "string"}}},
  "sample_keys": ["id", "message", "timestamp"],
  "full_result_cached": true,
  "cache_hint": "Call lisp_eval and then call (tool/search_logs {:query \"error code 42\"}) to process the full cached result."
}

;; Turn 3 — LLM escalates to lisp_eval
ASSISTANT (tool_calls): [
  {id: "call_2",
   name: "lisp_eval",
   args: {"program": "(def rows (tool/search_logs {:query \"error code 42\"}))\n(return {:total (count rows)})"}}
]

;; Runtime hits the same canonical cache key — search_logs/1 is NOT
;; re-executed. Program runs over the cached rows. (return ...) produces
;; a successful tool result via PtcToolProtocol.render_success/2.

TOOL (tool_call_id: "call_2"): {
  "status": "ok",
  "result": "user=> {:total 1842}",
  "prints": [],
  ...
}

;; Turn 4 — LLM composes the final answer
ASSISTANT (content): "There were 1842 errors with code 42 in the queried window."
Two things make this work:
	cache: true on the tool definition tells PtcRunner that
results are safe to reuse for identical canonical args. This is the
same cache: field PTC-Lisp tools have always had — combined mode
reuses it rather than introducing a parallel cacheable: flag.
	Canonical cache key. PtcRunner.SubAgent.KeyNormalizer.canonical_cache_key/2
normalizes args before hashing: atom and string keys converge,
nested map ordering is stabilized, and integer-equal floats collapse
to integers. Native and PTC-Lisp callers always agree on the key
regardless of how args arrived.

Cache-key migration wart (deliberate). In v1, the existing PTC-Lisp
cache path was migrated to canonical_cache_key/2. Most callers see no
difference, but a few previously-distinct keys now converge:
	Before	After
	%{"a" => 1} and %{a: 1} were distinct entries	Same entry
	%{a: 1, b: 2} and %{b: 2, a: 1} could miss each other	Same entry
	1 and 1.0 were distinct entries	Same entry (collapses to 1)

This is widening, not narrowing — fewer cache misses, never more. If a
test previously relied on a miss between (say) 1 and 1.0, update it.
See the CHANGELOG for the migration note.
Final-output semantics
Inside combined-mode lisp_eval, the program's terminating
expression — whether (return v), (fail v), or a normal final
expression — produces a tool result, not the run's final answer.
The LLM gets one more turn to compose the final answer (which is then
the agent's final answer).
	output:	signature:	Final answer source
	:text	none	LLM's final text response (raw)
	:text	:string / :any	LLM's final text response (raw)
	:text	{:map, ...} / {:list, ...}	LLM's final text response, parsed as JSON, validated against the signature
	:text	:int / :float / :bool / :datetime	LLM's final text response, coerced to the scalar type

(return v) does not short-circuit. The program terminates with v
as its final value, the runtime emits a success tool-result, and the LLM
gets one more turn to respond (budget permitting; see below). This is
identical to how every other tool call works in :text mode.
(fail v) does not abort the run. The program terminates with an
error tool-result (reason: "fail", result field carrying v). The
LLM gets one more turn to react — apologize, retry with different args,
fall back to a textual answer.
If you want short-circuit semantics where (return v) matching the
signature is the final answer, use output: :ptc_lisp, ptc_transport: :tool_call instead. That mode exists for exactly this
purpose. Combined mode is deliberately the more permissive shape.
Turn budget guidance
lisp_eval consumes one max_turns slot like any other tool
call. The "LLM gets one more turn to respond" guarantee above is
conditional on turn budget remaining — it is not a reserved slot.
Size max_turns with at least one slot of headroom beyond your
worst-case lisp_eval count. If max_turns is exhausted by the
program call (so the paired role: :tool message is the last thing the
loop emits), the run terminates via TextMode's existing
max_turns_exceeded path. The tool_call_id is paired before
termination (universal pairing rule), but no follow-up text turn
happens, and step.return carries whatever max-turns handling produces
— not the program's v.
lisp_eval itself is exempt from max_tool_calls. Only
native app-tool calls count against the tool-call budget. An agent with
max_tool_calls: 1 may still invoke lisp_eval repeatedly,
bounded only by max_turns.
native_result options
For expose: :both, cache: true tools, native_result: controls the
preview shape returned to the LLM (the full result lives in the cache
regardless).
	preview:	What the LLM sees
	:metadata (default)	result_count, JSON-Schema-ish schema, sample_keys. No row values.
	:rows (with limit:, default 20)	First limit rows verbatim, plus result_count and schema.
	1-arity function	Whatever the function returns, merged with the universal cache fields.

:metadata is safe-by-default for compliance-sensitive workloads:
nothing from the result body crosses the LLM boundary, only its shape.
# Verbatim row preview, capped at 5
native_result: [preview: :rows, limit: 5]

# Custom preview
native_result: [preview: fn full_result ->
  %{"top_scores" => Enum.take(full_result, 3) |> Enum.map(& &1.score)}
end]
Custom preview function contract. The function receives only
full_result (not args, not tool name — capture them in a closure if
needed). It MUST return a map that Jason.encode!/1 accepts. If the
function raises, returns a non-map, or returns a non-encodable value,
the runtime falls back to the metadata preview and emits a
Logger.warning/1 tagged with the tool name and failure category
(raised, non_map, non_encodable). The tool's actual return value
is unaffected — only the preview is replaced.
The validator rejects native_result: unless the tool also has
expose: :both and cache: true. The combination is meaningful only
when both layers can see the tool and a cache exists for the layers
to share.
ptc_reference: option
Combined-mode agents need at least a compact PTC-Lisp reference in the
system prompt so the LLM knows how to use lisp_eval. The
ptc_reference: option pins this:
PtcRunner.SubAgent.new(
  prompt: "...",
  output: :text,
  ptc_transport: :tool_call,
  ptc_reference: :compact   # default; only valid value in v1
)
Only :compact is accepted in v1. The compact card is appended to the
combined-mode system prompt at runtime — roughly 270 tokens of static
content (forms, cache-reuse paragraph, one example) plus a dynamic
inventory of :both and :ptc_lisp-exposed tools.
The card source lives at
priv/prompts/ptc_text_mode_compact_reference.md.
Setting ptc_reference: :full raises ArgumentError — it is deferred
to a follow-up. Setting false or any other value also raises. Users
who don't want the prompt overhead should not opt into combined mode.
chat/3 interaction
Combined mode is supported in PtcRunner.SubAgent.chat/3. Each
chat/3 call behaves like a fresh combined-mode run over the provided
messages. The validator does not reject combined mode at the chat/3
boundary.
Cross-call state does NOT persist. tool_cache, journal,
turn_history, and retained child-execution state do not survive
across chat/3 turns. Cross-turn threading is fully deferred to a
future ChatState API.
Known wart (accepted, not fixed in v1). A previous turn's
full_result_cached: true + cache_hint references a cache key that
no longer exists on the next chat/3 call. The LLM following the hint
causes a tool re-run — correct behavior (the upstream tool fires
again), but wasteful. The native preview renderer does not branch on
chat-vs-run mode in v1; this is documented honestly rather than
papered over. Workaround: keep cache-sensitive workflows inside one
PtcRunner.SubAgent.run/2 invocation.
Telemetry
Every tool-call telemetry event in combined mode carries an
exposure_layer field:
	exposure_layer: :native — the call came in via the provider's
native tool calling.
	exposure_layer: :ptc_lisp — the call came from inside a
lisp_eval program (a (tool/name ...) invocation).

Use exposure_layer to debug cache reuse and budget consumption — it
is the field that tells "tool was called from chat" apart from "tool
was called from inside a program." Other useful fields on the same
events: cached, result_preview_truncated, full_result_cached,
cache_key_hash, retained_bytes.
See Observability for the broader
telemetry surface.
Resource policy and memory risk
Concrete v1 invariants for retained native results:
	tool_cache lives for the duration of one
PtcRunner.SubAgent.run/2 call.
	No cross-run persistence. tool_cache does not survive across
chat/3 turns in v1.
	No eviction during a run. Full results stay in tool_cache until
the run terminates. There is no LRU, no size-based eviction, no TTL.

Very large retained results consume runtime memory for the entire run.
Mitigation:
	Filter eagerly inside lisp_eval and return only the
projection your program needs. The full result remains cached for
later programs in the same run, but the program's own variables are
scoped — keep them small.
	Don't cache tools that return arbitrarily large blobs unless callers
will actually reuse the result.
	Use preview: :metadata (the default) so previews don't carry rows
themselves.

Configurable resource limits (tool_cache_limit, per-tool
max_cached_bytes, eviction strategies, memory accounting) are
deferred to follow-up work — see "Known limitations" below.
Known limitations / deferred
The following behaviors are deferred from v1 and documented for honesty:
	No *1/*2/*3 integration with native tool results. Only
successful non-terminal lisp_eval programs advance
turn_history. Native call results don't feed *1 references.
	No richer ChatState API. tool_cache, journal,
turn_history, retained child-execution state do not thread across
chat/3 turns.
	No cross-chat/3-turn compaction.
	No automatic journal breadcrumbs for native large-result tool
calls. The cache hint in the tool-result content is the only
cross-turn signal.
	No configurable resource limits (tool_cache_limit,
per-tool max_cached_bytes, eviction).
	No short-circuit on (return v) matching a signature — combined
mode is deliberately the permissive shape; use output: :ptc_lisp, ptc_transport: :tool_call for short-circuit semantics.
	ptc_reference: :full raises ArgumentError in v1.

Edge cases pinned for transparency (most users won't hit these):
	-0.0 collapses to 0 in canonical cache keys. Harmless for
cache identity, diverges from JSON's strict equality.
	NaN / Infinity floats pass through cache keys unchanged. BEAM
arithmetic doesn't produce them; foreign NIFs could.
	Charlist ('abc') vs binary ("abc") cache identity is not
unified — they hash to different keys.
	Atom + string key collision in the same map silently overwrites
during preview rendering. Avoid mixing key types in tool results.
	Decimal/DateTime values inside cache key args are not fully
canonicalized; they pass through the catch-all clause.
	false values in metadata previews can collapse to null via a
|| short-circuit in the preview builder. Affects display only —
cache identity is unaffected.

Migration / breaking changes
Combined mode is opt-in. No defaults flipped. Pure output: :text
behavior is unchanged. Pure output: :ptc_lisp (any ptc_transport)
is unchanged. The validator continues to reject
output: :text, ptc_transport: :content (nonsensical: text mode has
no fenced PTC-Lisp parsing path).
The one thing existing PTC-Lisp users may notice is the deliberate
cache-key widening from the KeyNormalizer.canonical_cache_key/2
migration — see "The cache bridge → Cache-key migration wart" above
and the CHANGELOG.
See also
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combined mode)
	PTC-Lisp Transport —
output: :ptc_lisp with :content vs :tool_call
	Observability — telemetry surface
including exposure_layer
	PTC-Lisp Specification — language
reference for programs run inside lisp_eval
	PtcRunner.SubAgent.new/1 — full agent options reference
	PtcRunner.SubAgent.run/2 — runtime options
	PtcRunner.PtcToolProtocol — lisp_eval description and
response renderers
	PtcRunner.SubAgent.Exposure — exposure resolution and filtering
helpers
	PtcRunner.SubAgent.Loop.NativePreview — native result preview
builder



  

    Core Concepts

This guide covers the foundational concepts for library users: context management, memory, and how agents complete their work.
How SubAgents Work
When you call SubAgent.run/2, the library:
	Sends your prompt and context to the LLM
	The LLM generates a PTC-Lisp program (a Clojure subset)
	The program executes in a sandboxed environment
	Results are validated against your signature
	On success, {:ok, step} returns with step.return containing the result

You don't write PTC-Lisp - the LLM does. You configure the agent with Elixir.
Alternative: Text Mode. For classification, extraction, or tool-based tasks without PTC-Lisp, use output: :text. The behavior auto-detects based on whether tools are provided and the return type. See Text Mode Guide.
SubAgent Context Boundaries
SubAgents solve a fundamental problem: LLMs need information to make decisions, but context windows are expensive and limited. SubAgents let agents work with large datasets through tools and return compact, validated summaries to the parent.
┌─────────────┐                      ┌─────────────┐
│ Main Agent  │ ── "Find urgent  ──► │  SubAgent   │
│ (strategic) │     emails"          │ (isolated)  │
│             │                      │             │
│  Context:   │      CONTRACT:       │  Has tools: │
│  ~100 tokens│   {summary, ids}     │  - list     │
│             │                      │  - search   │
│             │ ◄── validated ─────  │             │
│             │     data only        │  Processes  │
│             │                      │  50KB data  │
└─────────────┘                      └─────────────┘
The parent only sees what the signature exposes. Heavy data stays inside the SubAgent.
Chaining Return Data
# Step 1: Find emails
{:ok, step1} = PtcRunner.SubAgent.run(
  "Find all urgent emails",
  signature: "{summary :string, count :int, email_ids [:int]}",
  tools: email_tools,
  llm: llm
)

step1.return.summary     #=> "Found 3 urgent emails"
step1.return.count       #=> 3
step1.return.email_ids   #=> [101, 102, 103]

# Step 2: Chain to next agent
{:ok, step2} = PtcRunner.SubAgent.run(
  "Draft replies for these {{count}} urgent emails",
  context: step1,  # Auto-chains return data
  tools: drafting_tools,
  llm: llm
)
In Step 2, chained return data is ordinary context. Do not put secrets or sensitive identifiers into SubAgent return data unless it is acceptable for generated programs and prompt/context renderers to see them.
Context
Values passed to context: become available to the LLM's generated programs:
{:ok, step} = PtcRunner.SubAgent.run(
  "Get details for order {{order_id}}",
  context: %{order_id: "ORD-123", customer_tier: "gold"},
  tools: order_tools,
  llm: llm
)
Template Expansion
The {{placeholder}} syntax in prompts expands from context:
prompt: "Find emails for {{user.name}} about {{topic}}"
context: %{user: %{name: "Alice"}, topic: "billing"}
# Expands to: "Find emails for Alice about billing"
Temporal values
Pass DateTime, NaiveDateTime, Date, and Time values directly. PtcRunner
normalizes them to ISO 8601 strings at every LLM-facing boundary — Mustache
template substitution, data inventory rendering, tool result encoding, :string
coercion, and PTC-Lisp (str ...). The LLM never sees Elixir's ~U[...]
sigil form.
prompt: "Event happened at {{when}}"
context: %{when: ~U[2026-05-03 09:14:00Z]}
# Expands to: "Event happened at 2026-05-03T09:14:00Z"
In :ptc_lisp mode, generated programs can pass tool-returned temporal values
straight to date primitives:
;; tool/get_ticket returns a map with :opened_at (a %DateTime{} on the Elixir side)
(.getTime (java.util.Date. (:opened_at (tool/get_ticket {:id 123}))))
Chaining Context
When passing a previous Step to context:, the return data is automatically extracted:
# These are equivalent:
run(prompt, context: step1.return)
run(prompt, context: step1)  # Auto-extraction
How Agents Complete
Agents complete their work in one of two ways:
Single-turn (Expression Result)
For simple tasks with max_turns: 1, the LLM's expression result is returned directly:
{:ok, step} = PtcRunner.SubAgent.run(
  "Classify this text: {{text}}",
  signature: "{category :string, confidence :float}",
  context: %{text: "..."},
  max_turns: 1,
  llm: llm
)

step.return  #=> %{category: "positive", confidence: 0.95}
Multi-turn (Explicit Return)
For agentic tasks with tools, the LLM must explicitly signal completion. It does this by calling return or fail in its generated program:
{:ok, step} = PtcRunner.SubAgent.run(
  "Find the report with highest anomaly score",
  signature: "{report_id :int, reasoning :string}",
  tools: report_tools,
  max_turns: 5,
  llm: llm
)
The agent loops until the LLM's program calls return with valid data, or fail to abort.
Error Handling
SubAgents handle errors at three levels:
1. Turn Errors (Recoverable)
Syntax errors, tool failures, and validation errors are fed back to the LLM. It sees the error and can adapt in the next turn.
2. Mission Failures (Explicit)
When the LLM determines it cannot complete the task, it calls fail. Your code receives:
{:error, step} = SubAgent.run(...)
step.fail  #=> %{reason: :not_found, message: "User does not exist"}
3. System Crashes
Programming bugs in your tool functions follow "let it crash" - they're returned as internal errors for investigation.
Multi-turn State
In multi-turn agents, the LLM can store values that persist across turns. This happens automatically - values defined in one turn are available in subsequent turns.
From your perspective as a library user:
	You see the final result in step.return
	You see execution history in step.turns
	You don't need to manage intermediate state

The LLM handles state internally to cache tool results, track progress, and avoid redundant work.
For progress visibility, use the plan: option to define step labels. A progress checklist is rendered between turns. Optionally, the LLM can mark steps complete with (step-done "id" "summary"). The rendering can be customized via progress_fn:. See Navigator Pattern.
Defaults
	Option	Default	Description
	max_turns	5	Maximum LLM turns before timeout
	timeout	5000	Per-turn sandbox timeout (ms)
	max_heap	nil	Per-turn sandbox heap limit (words, nil = app config or ~10MB)
	mission_timeout	nil	Total mission timeout (ms, nil = no limit)
	memory_limit	1_048_576	Max bytes for memory map (1MB)
	memory_strategy	:strict	:strict (fatal) or :rollback (recover) on memory limit exceeded
	float_precision	2	Decimal places for floats in results
	compaction	false	Enable pressure-triggered context compaction (multi-turn only)
	pmap_timeout	5000	Timeout (ms) for parallel pmap operations
	max_depth	3	Maximum recursion depth for nested agents
	turn_budget	20	Total turn budget across retries
	retry_turns	0	Retry budget after return validation failures
	output	:ptc_lisp	Output mode (:ptc_lisp or :text)

See Also
	Getting Started - Build your first SubAgent
	Text Mode Guide - Text mode for structured output and native tool calling
	Observability - Debug mode, compaction, and tracing
	Patterns - Chaining, orchestration, and composition
	Signature Syntax - Full signature syntax reference
	Advanced Topics - Prompt structure and internals
	PtcRunner.SubAgent - API reference



  

    Composition Patterns

This guide covers how to compose SubAgents into larger workflows: chaining, hierarchical delegation, LLM-powered tools, and orchestration patterns.
Chaining SubAgents
Using with (Recommended)
The idiomatic pattern for sequential chains:
with {:ok, step1} <- SubAgent.run(finder, llm: llm),
     {:ok, step2} <- SubAgent.run(drafter, llm: llm, context: step1),
     {:ok, step3} <- SubAgent.run(sender, llm: llm, context: step2) do
  {:ok, step3}
else
  {:error, %{fail: %{reason: :not_found}}} -> {:error, :no_data}
  {:error, step} -> {:error, step.fail}
end
Benefits:
	Short-circuits on first error
	Pattern matching in else for specific error handling
	Auto-chaining via context: step extracts both return data and signature

Using Pipes (run! and then!)
When you want to crash on failure:
SubAgent.run!(finder, llm: llm)
|> SubAgent.then!(drafter, llm: llm)
|> SubAgent.then!(sender, llm: llm)
then!/2 automatically sets context: to the previous step.
Field Description Flow in Chains
When agents are chained, field_descriptions from upstream agents automatically flow to downstream agents. This enables self-documenting chains:
# Agent A defines output descriptions
agent_a = SubAgent.new(
  prompt: "Double {{n}}",
  signature: "(n :int) -> {result :int}",
  field_descriptions: %{result: "The doubled value"}
)

# Agent B receives those descriptions as input context
agent_b = SubAgent.new(
  prompt: "Add 10 to result",
  signature: "(result :int) -> {final :int}",
  field_descriptions: %{final: "The final computed value"}
)

# When chained, agent_b's LLM sees "The doubled value" description for data/result
step_a = SubAgent.run!(agent_a, llm: llm, context: %{n: 5})
step_b = SubAgent.then!(step_a, agent_b, llm: llm)

# Each step carries its own field_descriptions for downstream use
step_a.field_descriptions  #=> %{result: "The doubled value"}
step_b.field_descriptions  #=> %{final: "The final computed value"}
This is useful when building multi-agent pipelines where each agent benefits from understanding what the previous agent produced.
Mixing Text and PTC-Lisp Modes
Text mode and PTC-Lisp mode use the same signature syntax, enabling seamless piping:
# Text mode for extraction
extractor = SubAgent.new(
  prompt: "Extract name and age from: {{text}}",
  output: :text,
  signature: "(text :string) -> {name :string, age :int}"
)

# PTC-Lisp mode for computation
processor = SubAgent.new(
  prompt: "Calculate birth year assuming current year 2024",
  signature: "(age :int) -> {birth_year :int}"
)

# Chain them - works seamlessly
{:ok, step1} = SubAgent.run(extractor, llm: llm, context: %{text: "Alice is 30"})
{:ok, step2} = SubAgent.run(processor, llm: llm, context: step1)
step2.return.birth_year  #=> 1994
Parallel Execution
For concurrent agents, use standard Elixir patterns:
agents = [email_agent, calendar_agent, crm_agent]

results =
  agents
  |> Task.async_stream(&SubAgent.run(&1, llm: llm))
  |> Enum.map(fn {:ok, result} -> result end)
SubAgents as Tools
Wrap a SubAgent so other agents can call it:
main_tools = %{
  "customer-finder" => SubAgent.as_tool(
    SubAgent.new(
      description: "Finds customer by description",
      prompt: "Find customer matching: {{description}}",
      signature: "(description :string) -> {customer_id :int}",
      tools: %{"search" => &MyApp.CRM.search/1}
    )
  ),

  "order-fetcher" => SubAgent.as_tool(
    SubAgent.new(
      description: "Fetches recent orders for customer",
      prompt: "Get recent orders for customer {{customer_id}}",
      signature: "(customer_id :int) -> {orders [:map]}",
      tools: %{"list_orders" => &MyApp.Orders.list/1}
    )
  )
}

# Main agent orchestrates the sub-agents
{:ok, step} = SubAgent.run(
  "Find our top customer and get their orders",
  signature: "{summary :string}",
  tools: main_tools,
  llm: llm
)
The main agent sees typed tool signatures and can compose them:
(let [customer (tool/customer-finder {:description "highest revenue"})
      orders (tool/order-fetcher {:customer_id (:customer_id customer)})]
  (return {:summary (str "Found " (count orders) " orders")}))
LLM Inheritance
SubAgents can inherit their LLM from the parent. Atoms like :haiku or :sonnet are resolved via the :llm_registry option - a map from atoms to callback functions that you provide:
# Define your LLM callbacks
registry = %{
  haiku: &MyApp.LLM.haiku/1,
  sonnet: &MyApp.LLM.sonnet/1
}

# Resolution order (first non-nil wins):
# 1. agent.llm - Struct override
# 2. as_tool(..., llm: x) - Bound at tool creation
# 3. Parent's llm - Inherited at runtime
# 4. run(..., llm: x) - Required at top level

# Always uses haiku (struct override)
classifier = SubAgent.new(
  prompt: "Classify {{text}}",
  signature: "(text :string) -> {category :string}",
  llm: :haiku
)

# Inherits from parent (no llm specified)
finder = SubAgent.new(
  prompt: "Find {{item}}",
  signature: "(item :string) -> {id :int}",
  tools: search_tools
)

tools = %{
  "classify" => SubAgent.as_tool(classifier),        # Uses haiku
  "find" => SubAgent.as_tool(finder),                # Inherits parent
  "summarize" => SubAgent.as_tool(summarizer, llm: :haiku)  # Bound
}

# Parent uses sonnet; finder inherits it, others use haiku
# Registry passed once at top level, inherited by all children
{:ok, step} = SubAgent.run(orchestrator,
  llm: :sonnet,
  llm_registry: registry,
  tools: tools
)
See PtcRunner.SubAgent.run/2 for details on setting up the registry.
LLM-Powered Tools
For tools needing LLM judgment (classification, evaluation, summarization):
alias PtcRunner.SubAgent.LLMTool

tools = %{
  "list_emails" => &MyApp.Email.list/1,

  "evaluate_importance" => LLMTool.new(
    prompt: """
    Evaluate if this email requires immediate attention.

    Consider:
    - Is it from a VIP customer? (Tier: {{customer_tier}})
    - Is it about billing or money?
    - Does it express urgency?

    Email subject: {{email.subject}}
    Email body: {{email.body}}
    """,
    signature: "(email {subject :string, body :string}, customer_tier :string) ->
                {important :bool, priority :int, reason :string}",
    description: "Evaluate if an email requires immediate attention based on VIP status and content"
  )
}
The main agent calls it like any other tool:
(let [emails (tool/list_emails {:limit 10})]
  (mapv (fn [e]
          (assoc e :eval
            (tool/evaluate_importance
              {:email e :customer_tier "Silver"})))
        emails))
Batch Classification
Process multiple items in one LLM call. The input list is passed via the
context data inventory (not template expansion), so the prompt describes
what to do with the data:
"classify_batch" => LLMTool.new(
  prompt: """
  Classify each email by urgency.
  For each email in the input list, determine its urgency level
  and provide a brief reason.
  """,
  signature: "(emails [{id :int, subject :string, from :string}]) ->
              [{id :int, urgency :string, reason :string}]",
  description: "Classify a batch of emails by urgency"
)
LLM Selection for Tools
Atoms like :haiku resolve via the llm_registry passed at the top-level run/2 call:
# Uses caller's LLM (default)
"deep_analysis" => LLMTool.new(prompt: "...", signature: "...")

# Uses cheaper model for simple tasks (resolved via registry)
"quick_triage" => LLMTool.new(
  prompt: "Is '{{subject}}' urgent?",
  signature: "(subject :string) -> {priority :string}",
  llm: :haiku
)
Response Templates
When an LLMTool makes a simple judgment (boolean, category), response_template lets you
define the Lisp logic yourself while the LLM only fills in the data. The LLM returns JSON,
the template produces a typed Lisp value.
"semantic_judge" => LLMTool.new(
  prompt: "Is '{{interests1}}' compatible with '{{interests2}}'?",
  signature: "(interests1 :string, interests2 :string) -> :keyword",
  json_signature: "(interests1 :string, interests2 :string) -> {compatible :bool}",
  response_template: "(if {{compatible}} :compatible :unrelated)",
  description: "Returns :compatible or :unrelated"
)
Three fields work together:
	:json_signature — The internal contract for the LLM call (returns {compatible :bool})
	:response_template — PTC-Lisp with Mustache placeholders filled from the JSON result
	:signature — The public contract seen by the parent agent (returns :keyword)

The parent agent sees a clean typed result:
(if (= :compatible (tool/semantic_judge {:interests1 i1 :interests2 i2}))
  (conj! pairs (str id1 "-" id2))
  pairs)
The template runs in a no-tools sandbox (PtcRunner.Lisp.run/2 with no tools or context),
so built-in functions work but tool calls and data references do not.
Use response_template for primitive transformations (booleans, numbers, keywords).
Avoid string interpolation where quotes could break Lisp parsing.
Builtin Ad-Hoc LLM Queries (llm_query)
For quick LLM judgments without defining an LLMTool struct, enable the builtin tool/llm-query:
agent = SubAgent.new(
  prompt: "Classify each item and return the urgent ones",
  signature: "(items [:map]) -> {urgent [:map]}",
  llm_query: true,
  max_turns: 5
)

{:ok, step} = SubAgent.run(agent, llm: llm, context: %{items: items})
The agent can now call tool/llm-query from PTC-Lisp for classification, judgment, or extraction:
;; Simple query (default signature: ":string")
(tool/llm-query {:prompt "Is this urgent? {{text}}" :text "Server is down!"})

;; With structured output
(tool/llm-query {:prompt "Classify: {{text}}"
                 :signature "{category :string, score :float}"
                 :text "Revenue dropped 50%"})

;; Batch judgment with pmap
(pmap (fn [item]
        (tool/llm-query {:prompt "Rate urgency: {{desc}}"
                         :signature "{urgent :bool}"
                         :desc (:description item)}))
      data/items)
Control Keys
	Key	Required	Default	Description
	:prompt	Yes	—	Template with {{placeholders}}
	:signature	No	":string"	Output type contract
	:llm	No	Parent's LLM	Model override (atom or function)
	:response_template	No	—	PTC-Lisp template with {{placeholders}} from JSON result

All other keys are template arguments available as {{key}} in the prompt.
When to Use llm_query vs LLMTool
		llm_query: true	LLMTool.new/1
	Definition	No struct needed	Explicit struct
	Prompt	Written by agent at runtime	Fixed at definition time
	Reuse	Ad-hoc, single agent	Shareable across agents
	Use case	Agent needs dynamic LLM judgment	Known, reusable LLM tool

Use llm_query when the agent itself decides what to ask the LLM. Use LLMTool when you define the prompt upfront in Elixir.
Builtin Utility Tools (builtin_tools)
Enable utility tool families with builtin_tools:
agent = SubAgent.new(
  prompt: "Find all error lines in the log",
  builtin_tools: [:grep],
  max_turns: 3
)
Each atom expands to one or more tools:
	Family	Tools added	Description
	:grep	tool/grep, tool/grep-n	Regex line search (plain and line-numbered)

The agent calls these as named-arg tools: (tool/grep {:pattern "error" :text data/log}). User-defined tools with the same name take precedence over builtins.
Orchestration Patterns
Pattern 1: Dynamic Agent Creation (spawn_agent)
Let the LLM create SubAgents on-the-fly:
@tool_registry %{
  "email" => %{
    "list_emails" => &MyApp.Email.list/1,
    "read_email" => &MyApp.Email.read/1
  },
  "calendar" => %{
    "find_slots" => &MyApp.Calendar.find_slots/1,
    "create_meeting" => &MyApp.Calendar.create/1
  }
}

def spawn_agent(args, registry, llm) do
  tool_names = args["tools"] || []

  selected_tools =
    tool_names
    |> Enum.map(&Map.get(registry, &1, %{}))
    |> Enum.reduce(%{}, &Map.merge/2)

  {:ok, step} = SubAgent.run(
    args["prompt"],
    llm: llm,
    tools: selected_tools,
    context: args["context"] || %{}
  )

  step.return
end

# Register meta-tool
tools = %{
  "spawn_agent" => {
    fn args -> spawn_agent(args, @tool_registry, llm) end,
    "(prompt :string, tools [:string], context :map) -> :map"
  }
}
The LLM decides which tool sets each child needs:
(let [emails (tool/spawn_agent {:prompt "Find urgent emails"
                                :tools ["email"]})
      meetings (tool/spawn_agent {:prompt "Schedule follow-ups"
                                  :tools ["calendar"]
                                  :context emails})]
  (return {:scheduled (count meetings)}))
Pattern 2: Pre-defined SubAgents
For predictable workflows, define agents upfront:
tools = %{
  "email-agent" => SubAgent.as_tool(
    SubAgent.new(
      prompt: "Find urgent emails needing follow-up",
      signature: "() -> {email_ids [:int]}",
      tools: email_tools
    )
  ),

  "calendar-agent" => SubAgent.as_tool(
    SubAgent.new(
      prompt: "Schedule meetings for emails: {{email_ids}}",
      signature: "(email_ids [:int]) -> {meeting_ids [:int]}",
      tools: calendar_tools
    )
  )
}
Pattern 3: Plan Then Execute
Use the plan: field for built-in progress tracking. The LLM reports step completions via (step-done "id" "summary") and sees a progress checklist between turns.
def plan_and_execute(prompt, opts) do
  llm = Keyword.fetch!(opts, :llm)
  tools = Keyword.fetch!(opts, :tools)

  # Phase 1: Plan (no tools)
  {:ok, plan} = SubAgent.run(
    """
    Task: #{prompt}

    Think through your approach. What steps are needed?
    Output a numbered plan. Do NOT execute yet.
    """,
    signature: "{steps [:string]}",
    llm: llm
  )

  # Phase 2: Execute with plan and progress tracking
  SubAgent.run(
    """
    Execute: #{prompt}
    Follow your plan, calling step-done after each step completes.
    """,
    plan: plan.return.steps,
    tools: tools,
    llm: llm,
    context: Keyword.get(opts, :context, %{})
  )
end
The plan: field accepts a string list (auto-numbered) or {id, description} tuples. See Navigator Pattern for details.
Choosing a Pattern
	Task Type	Pattern	Why
	Simple query	Direct run/2	One tool call, no orchestration
	2-3 step chain	Pre-defined SubAgents	Known flow, predictable
	Complex multi-item	Plan then execute	LLM plans batching strategy
	Novel/exploratory	Dynamic spawn_agent	Flexibility to compose

See Also
	Navigator Pattern - Advanced: journaled tasks for crash-safe workflows
	Text Mode Guide - Text mode, structured output, and native tool calling
	Advanced Topics - Multi-turn ReAct and compile pattern
	Observability - Telemetry, debug mode, and tracing
	RLM Patterns - Recursive Language Model patterns
	Signature Syntax - Full signature syntax reference
	Core Concepts - Context and memory
	PtcRunner.SubAgent - API reference



  

    PTC-Lisp Transport (:content vs :tool_call)

For agents in PTC-Lisp mode (output: :ptc_lisp, the default), the
ptc_transport option controls how the LLM ships its program to PtcRunner.
Both transports run programs in the same sandbox, with the same
(tool/name ...) namespace for app tools and the same memory / journal /
signature semantics. They differ only in how the program crosses the wire.
# Default — :content. No option needed.
SubAgent.new(prompt: "...", tools: tools)

# Opt in — :tool_call. Same agent shape, different wire format.
SubAgent.new(prompt: "...", tools: tools, ptc_transport: :tool_call)
TL;DR
	Transport	Default?	Wire format	Pick when
	:content	yes	Markdown-fenced PTC-Lisp in assistant message	One program is enough. Lowest latency, lowest cost, single LLM turn.
	:tool_call	opt-in	Native call to one internal lisp_eval tool whose program arg is the source	Native tool calling is materially more reliable than fenced-code parsing on this provider/model, or the workload truly needs iterative refinement.

:content is the default and stays the default in this release. :tool_call
is opt-in. Neither replaces the other.
How each transport works
:content (default)
The LLM responds with a single markdown-fenced PTC-Lisp block in the assistant
message. PtcRunner parses it and runs it in the sandbox. Tools registered on
the agent are available as (tool/name ...) from inside the program.
Typically one LLM turn produces one program that does everything: fan out to
tools, filter, aggregate, return.
This is the one program, one deterministic orchestration shape. It is
predictable, cacheable, and almost always cheaper than tool-call mode for the
same workload.
:tool_call (opt-in)
PtcRunner exposes exactly one provider-native tool, lisp_eval, whose
single argument is the PTC-Lisp source string. App tools are not exposed
as native tools — only lisp_eval is. App tools remain available
inside the sandboxed program as (tool/name ...), identically to
:content mode.
Per assistant turn, the LLM may:
	Call lisp_eval once. PtcRunner runs the program, returns the result
as a tool-result message, and the loop continues to the next turn.
	Return a final answer directly as content (no tool call). PtcRunner
validates the answer against signature: exactly like (return v) would.
Direct final answers are allowed before or after any execution-tool
calls — a simple prompt the model can answer without computation stays one
turn.
	Call (return v) or (fail v) from inside a program to terminate
immediately, with the final tool result paired against the originating
call.

:tool_call therefore turns one PTC-Lisp program into a ReAct-style loop: the
model calls lisp_eval zero or more times, looks at intermediate
results, and writes the next program (or the final answer). That extra
round-tripping is a tradeoff, not an upgrade.
Why app tools stay inside PTC-Lisp
The most common question on first read of :tool_call is "why not just expose
my app tools natively?" The deliberate two-layer model is:
	Layer	What it is	How the LLM invokes it
	Provider-native	Exactly one tool: lisp_eval.	Native function-calling on the LLM provider.
	PTC-Lisp	All app tools registered on the agent.	From inside a PTC-Lisp program: (tool/name ...).

Keeping app tools inside the sandbox preserves the guarantees PtcRunner exists
to provide:
	Determinism and observability. Every app-tool invocation is traced,
cacheable (cache: true), bounded by max_tool_calls, and re-entrant under
task / journaling.
	Parallel execution. (pmap ...) and (pcalls ...) fan out app tools in
parallel inside one program. Native provider tool calling gives you neither
the parallel primitive nor the deterministic ordering.
	One transcript shape. Whatever transport you pick, the program is the
same and the trace is the same. Only the program-delivery wire changes.

If you want native-only tool calling without PTC-Lisp at all, that's
output: :text with tools:. See Text Mode. It's a
different product, not a different transport.
Choosing a transport
Stay on :content (default) when
	You don't have a specific reason to switch. :content works on every
provider PtcRunner supports, including providers without native tool
calling.
	Cost and latency matter. One LLM turn is cheaper than two, and :content
hits one turn for the typical "fan out + aggregate + return" shape.
	The model reliably emits a single fenced block. Modern Anthropic, OpenAI,
and capable openrouter-hosted models do this well in PtcRunner's default
prompt.
	Your workload doesn't actually need to look at an intermediate result
before writing the next program — you can plan the whole program up front.

Consider :tool_call when
	The provider/model you're locked into is materially more reliable at native
tool calling than at "emit exactly one fenced clojure block." Some smaller
models follow tool-calling schemas more reliably than they follow
output-format instructions.
	The workload genuinely needs iterative refinement across multiple program
executions: write program → inspect result → write next program → ... → return.
This is a real ReAct pattern that doesn't compress into one program. It
exists, but it's rarer than people think.
	You want to compare :content vs :tool_call on a real workload of your
own (turn count, cost, error rate) before standardizing on one. Both are
supported indefinitely; pick on data, not preference.

Why "tool calling is more native, therefore better" is wrong
It is tempting to read :tool_call as the modern, production-grade option and
:content as the legacy fenced-code path. That framing is incorrect.
	:content is not legacy. It is the default, and stays the default in
this release. PtcRunner's whole value proposition — the LLM writes a
program, the runtime executes it deterministically — works equally well in
either transport.
	:tool_call is not magic. It does not improve the program, the
sandbox, or the tool surface. It only changes how the program string is
delivered.
	:tool_call adds turns. A workload that takes one turn in :content
often takes two or three in :tool_call (call lisp_eval, get
result, return final answer). Pay for the extra turns deliberately.
	:tool_call can hurt reliability on capable models. Models that
already emit fenced code cleanly (e.g., recent Anthropic) sometimes do
worse on :tool_call: the loop encourages them to fragment one-program
work into multiple lisp_eval calls, replan between turns, or
embed the answer in conversational prose. This is not hypothetical —
measure before switching.
	Each :tool_call turn re-ships the lisp_eval schema.
In practice that's ~800 input tokens of overhead per turn. On simple
workloads, this can dominate the total prompt cost.

Empirical note (one small benchmark)
A 7-query demo suite — 3 in-memory queries, 4 multi-turn search/fetch
queries — run 5 times per cell:
	Model	:content pass	:tool_call pass	:content wall	:tool_call wall	:tool_call input tokens
	Claude Haiku 4.5	34/35	27/35	94 s	162 s	+162 %
	Gemini 3.1 Flash Lite	35/35	34/35	69 s	61 s	+58 %

Reading the table:
	On Haiku, :tool_call dropped pass rate (97 % → 77 %) and roughly doubled
latency. :content is the right default here.
	On Gemini Flash Lite, pass rates were close. :tool_call was ~26 %
faster on the multi-turn tool queries but ~25 % slower on the simple
in-memory queries, and always cost more input tokens.
	The right transport depends on (model × workload), not just model.
One small benchmark on one suite is not a universal recommendation —
reproduce the comparison on your own workload before standardizing.

Provider compatibility
:tool_call requires a provider/model with native tool calling. If you call a
non-tool-calling model with ptc_transport: :tool_call, the run surfaces as
{:error, %Step{}} with step.fail.reason == :llm_error and the provider's
own reason string in step.fail.message. There is no automatic fallback to
:content.
Common cases:
	Most Anthropic and OpenAI models — supported.
	Bedrock-hosted Anthropic / supported OpenAI variants — supported.
	OpenRouter — supported when the upstream model itself supports tool
calling. PtcRunner passes through whatever the upstream offers.
	Ollama — generally not supported.
	openai-compat: endpoints without tool calling — not supported.

When in doubt, leave ptc_transport at its default. See the
LLM setup guide for provider compatibility
details.
Don't
	Don't pass ptc_transport together with output: :text — raises
ArgumentError. The transport only applies to PTC-Lisp programs.
	Don't define an app tool named lisp_eval. The name is reserved
globally; the validator rejects it regardless of ptc_transport.
	Don't switch transports mid-conversation. ptc_transport is part of the
agent contract; pick once per agent and stay there.

See also
	LLM setup guide — provider compatibility
for tool calling.
	Output Modes in an App Loop livebook —
runnable walkthrough that demos :content and :tool_call over the same
scenario.
	Troubleshooting —
failure modes specific to :tool_call.



  

    Navigator Pattern: Journaled Tasks (Advanced)

For most use cases, plain tool calls with Composition Patterns (chains, parallel execution, subagents-as-tools) are simpler and recommended. Use the Navigator pattern only when you need crash-safe, idempotent checkpoints for side effects across re-invocations.

Use the Navigator pattern to build crash-safe, resumable workflows. Instead of keeping an agent process alive, re-invoke the agent with a journal that records what's already done.
Prerequisites
	Familiarity with SubAgent basics
	Multi-turn execution (see Advanced Topics)

Core Idea
The Navigator is a stateless agent that "re-navigates" its mission by checking a journal. Each (task "id" expr) call either returns a cached result (if already done) or executes and records the result.
# Turn 1: empty journal
{:ok, step} = SubAgent.run(agent, llm: llm, context: %{}, journal: %{})
# step.journal => %{"fetch-data" => [1, 2, 3]}

# Turn 2: re-invoke with saved journal
{:ok, step} = SubAgent.run(agent, llm: llm, journal: saved_journal)
# "fetch-data" returns cached result — no duplicate API call
The app owns persistence. Save step.journal to your database between runs; pass it back on re-invocation.
How It Works
	The agent is created with journaling: true — this includes task/step-done/task-reset documentation in the LLM's system prompt
	The agent receives a journal (possibly empty) via the journal: runtime option
	The engine injects a Mission Log into the system prompt showing completed tasks
	The LLM sees what's done and generates code for remaining work
	(task "id" expr) checks the journal: cache hit skips expr, cache miss evaluates and records
	The updated journal is returned in step.journal

The Re-run Pattern
A typical workflow has three phases: initial run, external event, and re-invocation.
Phase 1: Initial Run
agent = SubAgent.new(
  prompt: "Process order {{order_id}}: charge card, then ship item",
  signature: "(order_id :int) -> {status :keyword}",
  tools: %{"charge_card" => &Billing.charge/1, "ship_item" => &Shipping.ship/1},
  max_turns: 5,
  journaling: true
)

{:ok, step} = SubAgent.run(agent, llm: llm, context: %{order_id: 42}, journal: %{})
# step.journal => %{"charge_order_42" => "tx_abc"}
# step.return => %{status: :waiting}

MyRepo.save_journal(order_id, step.journal)
The LLM generates:
(do
  (task "charge_order_42" (tool/charge_card {:order_id 42}))
  (return {:status :waiting}))
Phase 2: External Event
Something happens outside the agent — a webhook, a human approval, a timer:
journal = MyRepo.get_journal(order_id)
journal = Map.put(journal, "payment_confirmed_42", true)
MyRepo.save_journal(order_id, journal)
The journal is a plain map. Any code can write to it between runs.
Phase 3: Re-invocation
journal = MyRepo.get_journal(order_id)
{:ok, step} = SubAgent.run(agent, llm: llm, context: %{order_id: 42}, journal: journal)
# step.return => %{status: :shipped}
The LLM sees the Mission Log:
## Mission Log (Completed Tasks)
- [done] charge_order_42: "tx_abc"
- [done] payment_confirmed_42: true
It generates code that skips completed work and continues:
(do
  (task "charge_order_42" (tool/charge_card {:order_id 42}))       ;; cached
  (task "payment_confirmed_42" nil)                                 ;; cached
  (task "ship_order_42" (tool/ship_item {:tx_id "tx_abc"}))        ;; executes
  (return {:status :shipped}))
Semantic Task IDs
Task IDs are the contract between the LLM and your application. Follow these guidelines:
Encode Intent and Data
IDs should describe what was done and to what, preventing stale cache hits if the agent re-plans.
	Bad	Good	Why
	"step_1"	"charge_order_42"	Positional IDs break when the plan changes
	"fetch"	"fetch_users_active"	Ambiguous IDs cause wrong cache hits
	"task_a"	"send_email_alice_welcome"	Semantic IDs are self-documenting

One ID Per Side-Effect
Each task should wrap exactly one side-effect. Avoid nesting tasks or combining multiple side-effects under one ID:
;; Good: one task per side-effect
(do
  (task "charge_order_42" (tool/charge_card {:order_id 42}))
  (task "ship_order_42" (tool/ship_item {:order_id 42})))

;; Bad: nested tasks
(task "process_order"
  (do (task "charge" (tool/charge_card {:order_id 42}))
      (task "ship" (tool/ship_item {:order_id 42}))))
Naming Convention for External Decisions
When the application writes decisions into the journal between runs, use a shared naming convention:
# In your system prompt: "Use task ID manager_decision_RECIPIENT_AMOUNT
#   for approval lookups"
# In your app code:
journal = Map.put(journal, "manager_decision_bob_5000", :approved)
The prompt tells the LLM the naming pattern; the app writes to the same key. Without this contract, the LLM might look up "approval_status" while the app wrote to "manager_decision_bob_5000".
Semantic Progress with Plans
For multi-step workflows, define a plan: to get automatic progress tracking. The LLM reports completion via (step-done "id" "summary") and sees a progress checklist in feedback messages.
agent = SubAgent.new(
  prompt: "Process order {{order_id}}",
  plan: ["Charge card", "Ship item", "Send confirmation"],
  tools: %{"charge_card" => &Billing.charge/1, "ship_item" => &Shipping.ship/1},
  max_turns: 10,
  journaling: true
)
The plan accepts a string list (auto-numbered IDs "1", "2", ...) or explicit {id, description} tuples:
plan: [{"charge", "Charge card"}, {"ship", "Ship item"}]
The LLM marks steps complete with summaries:
(do
  (task "charge_order_42" (tool/charge_card {:order_id 42}))
  (step-done "charge" (str "Charged " tx_id))
  (task "ship_order_42" (tool/ship_item {:order_id 42}))
  (step-done "ship" "Shipped via FedEx"))
Progress appears as a markdown checklist in feedback messages:
## Progress
- [x] Charge card — Charged tx_abc
- [x] Ship item — Shipped via FedEx
- [ ] Send confirmation
Clearing Cached Tasks
Use (task-reset "id") to clear a cached task result from the journal, forcing re-execution on the next (task "id" expr) call:
(task-reset "fetch-users")  ;; clears journal entry
(task "fetch-users" (tool/get-users {}))  ;; re-executes
task-reset only affects the journal (task cache). Step summaries from step-done are independent.
Deferred Visibility
step-done summaries use deferred visibility: they appear in the progress checklist on the next turn, not the current one. If the current turn errors, its summaries are discarded entirely. This prevents the LLM from seeing "checked off" steps in the same turn it marks them, encouraging it to verify results before reporting completion.
Journal entries from (task ...) are committed immediately — even if a later expression in the same turn fails, the task cache is preserved. This makes tasks reliable checkpoints while keeping semantic progress honest.
Limitations
step-done and task-reset must be called at top level in sequential do blocks. They do not work inside pmap, pcalls, or map closures due to process isolation. Call step-done after parallel work completes.
See PTC-Lisp Specification — sections 5.14 and 5.15 for full reference.
Failure Semantics
	If expr succeeds, the result is committed to the journal
	If expr calls (fail ...) or crashes, the result is not committed and the failure propagates
	Re-running after a failure safely retries the failed task

This makes each (task ...) an atomic checkpoint.
Progressive Enhancement
(task) works without a journal — it executes expr normally without caching. A trace warning is emitted so you know idempotency is inactive. This lets you adopt the pattern incrementally.
Planning Design Space
PtcRunner's planning sits at a specific point in the broader agentic AI landscape. Understanding the alternatives helps choose the right approach for your use case.
Plan Creation
	Approach	Description	PtcRunner
	LLM-generated	A planner agent produces the steps	Supported — run a planner SubAgent, pass result to plan:
	Developer-specified	Hard-coded step list	Supported — pass a literal list to plan:
	Emergent (no plan)	Agent decides dynamically each turn	Default when plan: is omitted (ReAct-style)

Plan Mutability
The plan: field is immutable once the agent starts. The LLM adapts by doing out-of-plan work (extra step-done calls appear under "Out-of-Plan Steps"). For full re-planning, run a new SubAgent with an updated plan.
This is a deliberate tradeoff: immutable plans are predictable and auditable. Dynamic re-planning (as in LangGraph or smolagents) is more adaptive but harder to reason about.
Progress Visibility
Most frameworks inject the full plan into the system prompt. PtcRunner renders a progress checklist in user feedback messages instead. This keeps the system prompt cacheable and avoids context pollution as the plan grows.
	Framework	Plan visibility
	CrewAI	Full plan injected into task context
	LangGraph	Executor receives current step + query
	PtcRunner	Checklist in feedback messages (cacheable)

Custom Progress Rendering
The default checklist can be replaced with a custom progress_fn for alternative feedback strategies (e.g., tool activity summaries, domain-specific renderers, or no-op):
SubAgent.new(
  prompt: "Analyze data",
  plan: [{"fetch", "Fetch records"}, {"analyze", "Run analysis"}],
  progress_fn: fn input, state ->
    tool_summary =
      case input.tool_calls do
        [] -> ""
        calls -> "Tools used: #{Enum.map_join(calls, ", ", & &1.name)}"
      end

    checklist = PtcRunner.SubAgent.ProgressRenderer.render(input.plan, input.summaries)
    {checklist <> "\n" <> tool_summary, state}
  end
)
The function receives a progress_input map and opaque progress_state, returns {text, new_state}:
	Key	Type	Description
	plan	[{id, description}]	From Definition.plan
	summaries	%{id => summary}	Accumulated step-done calls
	tool_calls	[map()]	Tool calls from the current turn ([] on initial)
	turn	non_neg_integer()	0 for initial render, 1+ for continuation
	phase	:initial | :continuation	Whether this is the first message or between turns

The progress_state is renderer-owned opaque state, threaded across turns. Keep it small. The default renderer (progress_fn: nil) uses PtcRunner.SubAgent.ProgressRenderer.render/2 with no state.
Caching vs Reporting
PtcRunner separates two concerns that most frameworks conflate:
	task — idempotent caching. Prevents re-execution on retry or re-invocation. Raw tool results.
	step-done — semantic progress. Human-readable summary for the checklist. No caching effect.

Use both together: task for reliability, step-done for visibility.
Checkpoint Recovery
The journal acts as an external checkpoint store. Save step.journal between runs; pass it back on re-invocation. The agent skips completed task calls and continues from where it left off.
This differs from in-process checkpointing (LangGraph's state snapshots) — PtcRunner agents are stateless, and the application owns persistence.
Choosing a Planning Style
	Scenario	Recommendation
	Well-defined multi-step workflow	Use plan: with explicit step IDs
	Exploratory or open-ended task	Omit plan:, let the agent decide (ReAct)
	Two-phase: plan then execute	Run a planner SubAgent first, feed plan.return.steps to executor
	Long-running with retries	Use plan: + journal persistence for checkpoint recovery

See Also
	Composition Patterns — Chaining, parallel execution, orchestration
	Wire Transfer Example — Full human-in-the-loop workflow
	PTC-Lisp Specification — Sections 5.18–5.20: task, step-done, task-reset
	PtcRunner.SubAgent.run/2 — API reference



  

    Recursive Language Model (RLM) Patterns

This guide covers implementing RLM patterns in ptc_runner for processing large datasets that exceed practical context limits.
What is RLM?
Recursive Language Models (arXiv:2512.24601) is an approach where the LLM acts as an orchestrator rather than a processor. Instead of feeding massive data into a single prompt, the model writes code that:
	Chunks large data into manageable pieces
	Fans out work to parallel sub-agents
	Aggregates results into a final answer

The key insight: put bulk context in the data namespace (data/), let the model manipulate it via code, and use sub-LLM calls strategically.
The Problem: Context Limitations
Traditional approaches fail with large datasets:
	Approach	Problem
	Stuff everything in prompt	Attention dilution, cost explosion
	Sequential chunk processing	Slow, loses cross-chunk patterns
	RAG retrieval	Only sees "relevant" snippets, misses structure

The Solution: RLM with PTC-Lisp
ptc_runner is well-suited for RLM because:
	Programmatic data access: Large data can stay in runtime context and be summarized by PTC-Lisp programs
	Native parallelism: pmap spawns concurrent BEAM processes
	Pre-chunking: PtcRunner.Chunker handles chunking in Elixir (recommended)
	Budget introspection: (budget/remaining) enables adaptive strategies
	Recursive agents: Agents can call themselves for divide-and-conquer

Basic Pattern: Chunk-Map-Aggregate
The simplest RLM pattern pre-chunks data in Elixir using PtcRunner.Chunker:
alias PtcRunner.{SubAgent, Chunker}

# 1. Pre-chunk in Elixir with overlap (recommended)
corpus = File.read!("logs/production.log")
chunks = Chunker.by_tokens(corpus, 4000, overlap: 200)

# 2. Define a simple worker agent
worker = SubAgent.new(
  prompt: """
  Analyze the log chunk in data/chunk for CRITICAL or ERROR incidents.
  Return a list of incident descriptions found.
  """,
  signature: "(chunk :string) -> {incidents [:string]}",
  max_turns: 3,
  llm: :haiku
)

# 3. Define the orchestrator (no chunking logic needed)
orchestrator = SubAgent.new(
  prompt: """
  Process the pre-chunked logs in data/chunks.
  Use pmap with 'analyze' tool to process all chunks in parallel.
  Aggregate and return total count and first 10 unique incidents.
  """,
  signature: "(chunks [:string]) -> {total :int, incidents [:string]}",
  tools: %{"analyze" => SubAgent.as_tool(worker)},
  max_turns: 5,
  llm: :sonnet
)

# 4. Run with pre-chunked data and budget control
{:ok, step} = SubAgent.run(orchestrator,
  context: %{"chunks" => chunks},
  token_limit: 100_000,
  on_budget_exceeded: :return_partial
)
The orchestrator generates simple PTC-Lisp (no chunking logic):
(let [results (pmap #(tool/analyze {:chunk %}) data/chunks)
      all-incidents (flatten (map :incidents results))
      unique (distinct all-incidents)]
  (return {:total (count unique)
           :incidents (take 10 unique)}))
Recursive Pattern: Self-Subdividing Agents
For hierarchical decomposition, use the :self sentinel in the tools map:
analyzer = SubAgent.new(
  prompt: """
  Analyze the data chunk in data/chunk.

  If the chunk is small (< 1000 lines), analyze directly.
  If large, subdivide into smaller chunks and use the 'worker' tool recursively.
  Aggregate child results before returning.
  """,
  signature: "(chunk :string) -> {findings [:string]}",
  tools: %{"worker" => :self},  # Self-recursion via :self sentinel
  max_depth: 3,
  max_turns: 5,
  llm: :haiku
)

{:ok, step} = SubAgent.run(analyzer,
  context: %{"chunk" => large_data},
  llm_registry: registry
)
The agent decides dynamically whether to process or subdivide:
(let [lines (split-lines data/chunk)
      n (count lines)]
  (if (< n 1000)
    ;; Base case: analyze directly
    (return {:findings (analyze-for-patterns lines)})
    ;; Recursive case: subdivide
    (let [halves (partition (/ n 2) lines)
          results (pmap #(tool/worker {:chunk (join "\n" %)}) halves)]
      (return {:findings (flatten (map :findings results))}))))
Budget-Aware Orchestration
Agents can query remaining budget via (budget/remaining):
(budget/remaining)
;; => {:turns 15
;;     "work-turns" 10
;;     "retry-turns" 5
;;     :depth {:current 1 :max 3}
;;     :tokens {:input 5000 :output 2000 :total 7000}
;;     "llm-requests" 3}
Use this to make smart decisions about parallelization:
(let [b (budget/remaining)
      chunk-count (count chunks)]
  (if (> chunk-count (:turns b))
    ;; Not enough budget for all chunks, batch them
    (let [batch-size (max 1 (/ chunk-count (:turns b)))
          batches (partition batch-size chunks)]
      (pmap #(tool/analyze-batch {:chunks %}) batches))
    ;; Enough budget, process individually
    (pmap #(tool/analyze {:chunk %}) chunks)))
For recursive agents, check depth before subdividing:
(let [b (budget/remaining)
      at-max-depth? (>= (get-in b [:depth :current])
                        (dec (get-in b [:depth :max])))]
  (if at-max-depth?
    (analyze-directly data/chunk)
    (subdivide-and-recurse data/chunk)))
Chunking Strategies
Pre-Chunking in Elixir (Recommended)
Use PtcRunner.Chunker to chunk data before passing to the agent. Token-based chunking with overlap is safest for production:
alias PtcRunner.Chunker

# Token-based with overlap (recommended for production)
# - Handles variable line lengths (JSON blobs, stack traces)
# - Overlap ensures boundary incidents aren't split
chunks = Chunker.by_tokens(corpus, 4000, overlap: 200)

# Line-based (simpler, fine if line lengths are predictable)
chunks = Chunker.by_lines(corpus, 2000)

# Line-based with overlap
chunks = Chunker.by_lines(corpus, 2000, overlap: 100)

SubAgent.run(orchestrator,
  context: %{"chunks" => chunks}
)
The agent then processes pre-chunked data directly:
(pmap #(tool/analyze {:chunk %}) data/chunks)
This approach is simpler and more reliable than having the LLM generate chunking code.
LLM-Generated Chunking (Alternative)
For dynamic chunking where the LLM decides how to split:
By Line Count
(let [lines (split-lines data/corpus)
      chunks (partition 2000 lines)]  ; 2000 lines per chunk
  ...)
By Delimiter
(let [sections (split data/corpus #"---\n")  ; Split on a regex delimiter
      chunks (partition 5 sections)]          ; Group 5 sections per chunk
  ...)
Model Selection Strategy
	Role	Model	Rationale
	Orchestrator	Sonnet/Opus	Needs reasoning for strategy
	Chunk workers	Haiku	Fast, cheap, parallelizable
	Aggregator	Sonnet	Synthesis requires intelligence

# Workers use haiku (bound at tool creation)
worker_tool = SubAgent.as_tool(worker, llm: :haiku)

# Orchestrator uses sonnet (at runtime)
SubAgent.run(orchestrator, llm: :sonnet, tools: %{"worker" => worker_tool})
Budget Enforcement
For operator-level cost control, use token_limit or a custom budget callback:
# Simple token limit
SubAgent.run(orchestrator,
  llm: llm,
  token_limit: 100_000,
  on_budget_exceeded: :return_partial  # or :fail (default)
)

# Custom callback for fine-grained control
SubAgent.run(orchestrator,
  llm: llm,
  budget: fn usage ->
    cond do
      usage.total_tokens > 100_000 -> :stop
      usage.llm_requests > 50 -> :stop
      true -> :continue
    end
  end
)
The callback receives %{total_tokens, input_tokens, output_tokens, llm_requests}.
Comparison with Alternatives
	Feature	Standard RAG	Long Context	RLM (ptc_runner)
	Data scope	Retrieved snippets	Everything in prompt	Everything via code
	Logic	Fixed retrieval	Probabilistic	Orchestrated map-reduce
	Parallelism	None	None	Native (pmap)
	Cost	Low	Very high	Medium (structured)
	Cross-chunk patterns	Poor	Good (but diluted)	Good (aggregation)

Best Practices
	Pre-chunk in Elixir: Use PtcRunner.Chunker instead of LLM-generated chunking for reliability.

	Size chunks appropriately: 1000-3000 lines is typical. Too small = overhead, too large = attention issues.

	Use fast models for workers: Haiku processes chunks; Sonnet orchestrates.

	Set budget limits: Use token_limit to control costs in production.

	Set depth limits: Recursive agents should have max_depth: 3 or less to prevent runaway recursion.

	Use memory_strategy: :rollback: Recursive agents that build large intermediate results can exceed memory limits. With :rollback, the memory is reverted to pre-turn state and the error is fed back to the LLM, giving it a chance to try a different approach (e.g., smaller batches or deeper recursion).

	Monitor with telemetry: Track llm_requests and duration_ms to tune chunk sizes.


Production Considerations
Boundary Handling with Overlap
Multi-line incidents (stack traces, JSON blobs) can be split across chunk boundaries. Use overlap to ensure nothing is missed:
# 200 tokens of overlap ensures incidents at boundaries are seen by both chunks
chunks = Chunker.by_tokens(corpus, 4000, overlap: 200)
The worker may report the same incident twice, but the final distinct handles deduplication.
Token-based vs Line-based Chunking
Line-based chunking (by_lines) is intuitive but risky - a single JSON log line could be 10KB. Token-based chunking (by_tokens) ensures workers never hit context limits:
# Safer for logs with variable line lengths
chunks = Chunker.by_tokens(corpus, 4000)

# vs. line-based (fine if line lengths are predictable)
chunks = Chunker.by_lines(corpus, 2000)
Worker Failure Handling
Currently, if one worker in pmap fails, the entire operation fails. For fault-tolerant RLM:
Option 1: Prompt engineering - Instruct the planner to handle partial results:
"If some worker calls fail, proceed with available results and note which chunks failed."
Option 2: Defensive Lisp - Wrap worker calls in error handling (future library feature).
For most use cases, fail-fast is acceptable. For mission-critical RLM over unreliable data, consider pre-validating chunks in Elixir.
Aggregation Patterns
For simple aggregation (flatten, distinct, take), inline Lisp is fine:
(let [all (flatten (map :incidents results))]
  (return {:total (count (distinct all))
           :incidents (take 10 (distinct all))}))
For complex aggregation (merging time-series, conflict resolution, weighted scoring), consider:
	A dedicated Aggregator agent with its own prompt
	Pre-processing in Elixir before returning to the user

Example: Log Analysis
See examples/parallel_workers/ for a complete working example that:
	Generates a 10k+ line test corpus with hidden incidents
	Uses Sonnet as planner, Haiku as workers
	Demonstrates parallel chunk processing
	Aggregates findings into a final report

# Generate test data
mix run examples/parallel_workers/gen_data.exs

# Run the parallel workers workflow
mix run examples/parallel_workers/run.exs

See Also
	Composition Patterns - SubAgents as tools, orchestration
	Core Concepts - Context and memory
	PTC-Lisp Specification - pmap, partition, etc.
	Observability - Tracking parallel execution



  

    Testing SubAgents

Strategies for testing SubAgent-based code: mocking LLMs, testing tools, and integration testing.
Prerequisites
	Basic familiarity with SubAgents
	ExUnit testing knowledge

Overview
SubAgents have three testable layers:
	Layer	What to Test	Approach
	Tools	Business logic	Unit tests, no LLM needed
	Prompts	Template expansion	Snapshot with preview_prompt/2
	Integration	Full agent behavior	Mock or real LLM (gated)

Test tools extensively, snapshot prompts for regression, use integration tests sparingly.
Mocking the LLM Callback
The LLM callback is a function. Create mocks in a test helper module:
defmodule MyApp.TestHelpers do
  @doc "Mock LLM that returns a fixed PTC-Lisp program"
  def mock_llm(program) do
    fn _input -> {:ok, "```clojure\n#{program}\n```"} end
  end

  @doc "Mock LLM that returns programs in sequence (for multi-turn)"
  def scripted_llm(programs) do
    {:ok, counter} = Agent.start_link(fn -> 0 end)

    fn _input ->
      turn = Agent.get_and_update(counter, fn n -> {n, n + 1} end)
      program = Enum.at(programs, turn, List.last(programs))
      {:ok, "```clojure\n#{program}\n```"}
    end
  end
end
Usage:
test "finds maximum value" do
  mock = TestHelpers.mock_llm("(return {:max 42})")

  {:ok, step} = SubAgent.run(
    "Find the maximum",
    signature: "{max :int}",
    llm: mock
  )

  assert step.return["max"] == 42
end

test "multi-turn agent" do
  mock = TestHelpers.scripted_llm([
    "(call \"search\" {:query \"test\"})",
    "(return {:count (count data/results)})"
  ])

  {:ok, step} = SubAgent.run(
    "Search and count",
    signature: "{count :int}",
    tools: %{"search" => fn _ -> [%{id: 1}, %{id: 2}] end},
    llm: mock
  )

  assert step.return["count"] == 2
end
Testing Tools in Isolation
Tools are regular functions—test them directly without SubAgent:
describe "search/1" do
  test "returns matching items" do
    result = MyApp.Tools.search(%{query: "urgent", limit: 5})

    assert is_list(result)
    assert length(result) <= 5
  end

  test "returns empty list for no matches" do
    assert MyApp.Tools.search(%{query: "nonexistent"}) == []
  end
end
Snapshot Testing with preview_prompt/2
Test prompt generation without calling the LLM:
test "system prompt includes expected sections" do
  agent = SubAgent.new(
    prompt: "Find urgent emails for {{user}}",
    signature: "{count :int}",
    tools: %{"list_emails" => &MyApp.Email.list/1}
  )

  preview = SubAgent.preview_prompt(agent, context: %{user: "alice@example.com"})

  assert preview.system =~ "list_emails"
  assert preview.user =~ "alice@example.com"
end
For regression testing, compare against stored snapshots. See PtcRunner.SubAgent.preview_prompt/2 for details.
Integration Testing
Gate real LLM tests—they're slow and non-deterministic:
defmodule MyApp.SubAgentIntegrationTest do
  use ExUnit.Case

  @moduletag :e2e

  setup do
    case System.get_env("OPENROUTER_API_KEY") do
      nil -> {:ok, skip: true}
      key -> {:ok, llm: MyApp.LLM.openrouter(key)}
    end
  end

  @tag :e2e
  test "email finder returns valid structure", %{llm: llm} do
    {:ok, step} = SubAgent.run(
      "Find the most recent email",
      signature: "{subject :string, from :string}",
      tools: %{"list_emails" => &MyApp.Email.list_mock/1},
      llm: llm
    )

    assert is_binary(step.return["subject"])
  end
end
Run with mix test --include e2e. Use temperature: 0.0 for more deterministic results.
Testing Error Paths
test "returns error when agent calls fail" do
  mock = TestHelpers.mock_llm("(fail {:reason :not_found})")

  {:error, step} = SubAgent.run("Find something", signature: "{id :int}", llm: mock)

  assert step.fail.reason == :not_found
end

test "fails when max_turns exceeded" do
  mock = TestHelpers.mock_llm("(+ 1 1)")  # Never returns

  {:error, step} = SubAgent.run(
    "Loop forever",
    signature: "{result :int}",
    max_turns: 3,
    llm: mock
  )

  assert step.fail.reason == :max_turns_exceeded
end
Other error scenarios follow the same pattern: validation errors (wrong return type), tool errors ({:error, reason}). The agent receives error feedback and can retry or fail gracefully.
Debugging with print_trace
During development and testing, use SubAgent.Debug.print_trace/2 to see exactly what happened:
{:ok, step} = SubAgent.run(agent, llm: llm)

# Show a compact view of the execution
SubAgent.Debug.print_trace(step)

# Include raw LLM output (reasoning/commentary)
SubAgent.Debug.print_trace(step, raw: true)

# Show full LLM messages including the system prompt
SubAgent.Debug.print_trace(step, messages: true)
With messages: true, you'll see the System Prompt, the raw LLM output, and the feedback sent to the LLM. This is essential for debugging prompt issues or tool definition errors.
See Also
	Getting Started - Build your first SubAgent
	Observability - Telemetry, debug mode, and tracing
	PtcRunner.SubAgent - API reference (all options)
	PtcRunner.Step - Result struct reference



  

    Troubleshooting SubAgents

Common issues and solutions when working with SubAgents.
Agent Loops Until max_turns_exceeded
Symptom: Agent produces correct intermediate results but never returns, hitting max_turns_exceeded.
Cause: The agent is in loop mode but not calling return to complete.
Solutions:
	For single-shot tasks, set max_turns: 1:
PtcRunner.SubAgent.run(prompt,
  max_turns: 1,  # Single expression, no explicit return needed
  llm: llm
)

	For agentic tasks, ensure your prompt guides the LLM to call return:
prompt = """
Find the most expensive product.
When done, call (return {:name "...", :price ...})
"""

	Check the trace to see what the agent is doing:
{:error, step} = SubAgent.run(prompt, llm: llm)
SubAgent.Debug.print_trace(step)


Validation Errors (Wrong Return Type)
Symptom: {:error, step} with step.fail.reason == :validation_error.
Cause: The agent's return value doesn't match the signature.
Solutions:
	Check the signature syntax:
# Output only
signature: "{name :string, price :float}"

# With optional fields
signature: "{name :string, price :float?}"

# Arrays
signature: "[{id :int, name :string}]"

	Make the signature more lenient if the LLM struggles:
# Instead of strict types
signature: "{count :int}"

# Allow any value (validate in Elixir)
signature: "{count :any}"

	Inspect what the agent returned:
{:error, step} = SubAgent.run(prompt, llm: llm)
IO.inspect(step.fail, label: "Validation error")


Tool Not Being Called
Symptom: Agent answers from "knowledge" instead of calling the provided tool.
Cause: The LLM doesn't understand when or how to use the tool.
Solutions:
	Add a clear description:
tools = %{
  "get_products" => {&MyApp.Products.list/0,
    description: "Returns all products with name, price, and category fields."
  }
}

	Be explicit in the prompt:
prompt = "Use the get_products tool to find the most expensive item."

	Verify the tool appears in the system prompt:
You can preview the prompt before running:
preview = SubAgent.preview_prompt(agent, context: %{})
IO.puts(preview.system)  # Should list available tools
Or inspect it after execution:
SubAgent.Debug.print_trace(step, messages: true)


Context Too Large
Symptom: LLM responses are slow, expensive, or truncated.
Cause: Too much data in context or return values.
Solutions:
	Set prompt limits:
PtcRunner.SubAgent.run(prompt,
  prompt_limit: %{list: 3, string: 500},  # Truncate in prompts
  llm: llm
)

	Enable compaction for long-running multi-turn agents:
PtcRunner.SubAgent.run(prompt,
  compaction: true,  # Trims older turns once turn/token threshold is hit
  llm: llm
)

	Process in stages - fetch data in one agent, analyze in another:
{:ok, step1} = SubAgent.run("Fetch relevant data", tools: fetch_tools, ...)
{:ok, step2} = SubAgent.run("Analyze this data", context: step1, ...)


LLM Returns Prose Instead of Code
Symptom: The LLM explains what it would do instead of writing PTC-Lisp. You may see MaxTurnsExceeded errors with empty traces and no programs generated.
Cause: System prompt not being sent, model confusion, or using wrong code fence format.
Solutions:
	Enable message view to see exactly what the LLM is receiving and returning:
{:error, step} = SubAgent.run(prompt, llm: llm)
# Show full LLM messages including the system prompt
SubAgent.Debug.print_trace(step, messages: true)
With messages: true, you'll see the System Prompt (containing instructions and tool definitions), the actual LLM response, and what feedback was sent back. This is essential for verifying that the instructions and tool definitions are correctly formatted and sent to the LLM.

	Ensure your LLM callback includes the system prompt:
llm = fn %{system: system, messages: messages} ->
  # system MUST be included - it contains PTC-Lisp instructions
  full_messages = [%{role: :system, content: system} | messages]
  call_llm(full_messages)
end

	Preview the prompt to verify it contains PTC-Lisp instructions:
preview = SubAgent.preview_prompt(agent, context: %{})
String.contains?(preview.system, "PTC-Lisp")  #=> true

	Try a different model - some models follow PTC-Lisp instructions better than others. See Benchmark Evaluation for model comparisons.


LLM Produces "thinking:" Text Before Code
Symptom: Traces show thinking: or reasoning prose before the code block, wasting tokens.
Cause: Some models emit reasoning text even when thinking: false (the default). The multi-turn prompt examples and output format instructions discourage this, and strip_thinking/1 removes any prose before the code block from message history to prevent reinforcement. The raw response is preserved in traces for debugging.
Diagnosis: Check the llm.start events in trace JSONL files — they contain the full system prompt sent to the LLM. Verify the prompt includes "no text before or after the block":
{:ok, step} = SubAgent.run(prompt, llm: llm)
# Inspect the system prompt from the first turn
[first_turn | _] = step.turns
first_turn.system_prompt  # Full prompt sent to LLM
Solutions:
	Verify prompt is up to date — prompts in priv/prompts/ are compiled in. After editing, run mix compile --force.

	Use thinking: true if you want reasoning visible in traces for debugging. The thinking text will appear in raw responses but is still stripped from message history.

	Try a different model — some models are more prone to emitting unsolicited reasoning text.


Viewing Token Usage
To see token consumption for debugging or optimization:
{:ok, step} = SubAgent.run(prompt, llm: llm)
SubAgent.Debug.print_trace(step, usage: true)
Output:
┌─ Usage ──────────────────────────────────────────────────┐
│   Input tokens:  3,107
│   Output tokens: 368
│   Total tokens:  3,475
│   System prompt: 2,329 (est.)
│   Duration:      1,234ms
│   Turns:         1
└──────────────────────────────────────────────────────────┘
Options can be combined: print_trace(step, messages: true, usage: true).
Viewing Println Output
When debugging multi-turn agents, println output appears in the trace under "Output:":
{:ok, step} = SubAgent.run(prompt, llm: llm)
SubAgent.Debug.print_trace(step)
Output:
┌─ Turn 1 ────────────────────────────────────────────────┐
│ Program:
│   (def results (tool/search {:q "test"}))
│   (println "Found:" (count results))
│   results
│ Output:
│   Found: 42
│ Result:
│   [{:id 1, :name "..."}, ...]
└──────────────────────────────────────────────────────────┘
If you don't see "Output:" in the trace, either no println was called or the LLM didn't use it. The prompt (lisp-addon-multi_turn.md) documents that only println output is shown in feedback—expression results are not displayed.
Parse Errors in Generated Code
Symptom: {:error, {:parse_error, ...}} from the sandbox.
Cause: LLM generated invalid PTC-Lisp syntax.
Solutions:
	Check common mistakes (these are fed back to the LLM automatically):
	Lists instead of vectors: '(1 2 3) should be [1 2 3]
	Missing else branch: (if cond then) should be (if cond then nil)
	Quoted-list syntax: '(1 2 3) is not supported, use [1 2 3]


	View raw LLM output to see what the LLM generated:
{:error, step} = SubAgent.run(prompt, llm: llm)
SubAgent.Debug.print_trace(step, raw: true)

	The agent retries automatically - parse errors are shown to the LLM for correction. If it keeps failing, the prompt or model may need adjustment.


Tool Errors
Symptom: step.fail.reason == :tool_error.
Cause: Your tool function raised an exception or returned {:error, ...}.
Solutions:
	Return {:error, reason} for expected failures:
def get_user(%{id: id}) do
  case Repo.get(User, id) do
    nil -> {:error, "User #{id} not found"}
    user -> user
  end
end

	Let unexpected errors crash - they'll be logged and the agent will see a generic error.

	Test tools in isolation before using with SubAgents:
MyApp.Tools.get_user(%{id: 123})  # Test directly


State Not Persisting
Symptom: A stored value returns nil in subsequent turns.
Cause: The program didn't use def to store the value.
Solutions:
	Use def to persist values:
;; This persists cached-data for later access
(def cached-data (tool/fetch-data {}))

	Store and return different values:
;; Persists cached-data, returns a summary
(do
  (def cached-data (tool/fetch-data {}))
  (str "Stored " (count cached-data) " items"))

	Access stored values as plain symbols:
;; Access previously stored value
cached-data


See Core Concepts for the full state persistence documentation.
Parallel Execution and println
Observation: println output inside pmap, pcalls, or higher-order functions like map doesn't appear in the trace.
This is intentional. Parallel branches communicate via return values, not side effects.
Design rationale:
	Return values are the contract - Child agents and parallel branches return their results. If you need to communicate something, include it in the return value.

	Ordering would be non-deterministic - If 8 parallel tasks each called println, what order should they appear? Random ordering is worse than nothing.

	Trace files exist for debugging - When tracing is enabled, each child SubAgent has its own trace file with its own println output.

	Simpler mental model - Parallel branches are pure transformations. Use println for sequential debugging between turns.


Patterns:
;; Parallel branches - communicate via return values
(def results (pmap (fn [chunk] (tool/process {:data chunk})) chunks))

;; Sequential debugging - println works normally
(println "Processing" (count chunks) "chunks...")
(def results (pmap process-fn chunks))
(println "Got" (count results) "results")

;; Side-effectful iteration - use doseq
(doseq [x items] (println "Item:" x))
Note: Tool calls inside parallel execution DO execute and return values correctly. They just aren't tracked in the parent turn's tool call history (telemetry events are still emitted).
Agent Crashes with "maximum heap size reached"
Symptom: Agent crashes with Erlang error log showing maximum heap size reached.
Cause: The default heap limit (~10MB) is too small for the workload.
Solution: Set max_heap in the agent or pass as a run option:
# Option 1: In agent definition
agent = SubAgent.new(
  prompt: "...",
  max_heap: 200_000_000  # ~1.6GB (in words, not bytes)
)

# Option 2: As run option (overrides agent setting)
SubAgent.run(agent,
  llm: llm,
  context: context,
  max_heap: 200_000_000
)

# Option 3: Application-wide default in config.exs
config :ptc_runner, default_max_heap: 200_000_000
Child agents automatically inherit this setting from their parent.
ptc_transport: :tool_call issues
These troubleshooting entries apply only when an agent is constructed with
ptc_transport: :tool_call. The default (ptc_transport: :content) is
unaffected by everything below. For the full transport guide, see
PTC-Lisp Transport.
:llm_error immediately after enabling ptc_transport: :tool_call
Symptom: {:error, step} with step.fail.reason == :llm_error and a
provider-side reason string mentioning that tool calling is unsupported (most
common with Ollama and openai-compat endpoints without native tool calling).
Cause: :tool_call requires a provider/model with native tool calling.
PtcRunner does not silently fall back to :content — that would obscure a
real capability mismatch.
Solutions:
	Switch to a tool-calling-capable model (most Anthropic, OpenAI,
Bedrock-hosted variants, and tool-calling models on OpenRouter qualify).
See the LLM setup guide for provider details.

	Or drop ptc_transport to use the default :content transport. It
works on every provider PtcRunner supports.
# Was:
SubAgent.new(prompt: "...", tools: tools, ptc_transport: :tool_call)

# If you can't change the model:
SubAgent.new(prompt: "...", tools: tools)  # implicit :content


Agent returns fenced Clojure as content in :tool_call mode
Symptom: In ptc_transport: :tool_call you see assistant turns whose
content is a markdown ```clojure block instead of a lisp_eval
tool call. Traces show retry feedback rather than program execution.
Cause: The model is trying to use the :content transport (fenced code)
even though the agent is configured for :tool_call. This is expected
behavior — PtcRunner deliberately does not parse fenced code in
:tool_call mode. Instead, it sends targeted feedback telling the model to
call the lisp_eval tool with the program.
Solutions:
	Let the loop self-correct. One turn of feedback is usually enough for
the model to switch to the tool. Each fenced-content recovery turn does
consume one max_turns slot, so leave headroom in max_turns:.

	If it persists across multiple turns, the provider/model is poorly
suited for :tool_call on this workload. Switch back to the default
ptc_transport: :content — fenced code becomes the correct output again,
and you skip an unnecessary recovery loop. :content is not a downgrade;
it is the right transport for models that don't follow native tool-calling
instructions reliably.

	Verify the system prompt is being sent. If the model never sees the
"use the lisp_eval tool" guidance, it will default to whatever
output style it knows. Check
LLM Returns Prose Instead of Code
above for diagnosis steps — they apply equally here.


:tool_call mode is no faster than :content (or is slower)
Symptom: You enabled ptc_transport: :tool_call expecting a speedup and
saw the same latency, or worse, more LLM turns and higher cost.
Cause: This is by design. :tool_call is not a latency or cost
optimization. It trades extra LLM turns (call lisp_eval, get tool
result, return final answer) for native-tool-calling reliability on
providers/models where that is materially better than fenced-code parsing. A
workload that finishes in one :content turn typically takes two or three in
:tool_call.
Solutions:
	If latency or cost matters, use :content. It is the default for a
reason — one program, one deterministic orchestration, single LLM turn.

	Reach for :tool_call only when native tool calling is materially more
reliable on your provider/model, or when the workload genuinely needs
iterative refinement (model inspects an intermediate result before writing
the next program). Both cases are real, but neither is the common case.

	Measure before standardizing. If you're not sure which transport fits a
workload, run both on a representative input set and compare turn count
plus cost. The transports are stable in either direction.


See Also
	Getting Started - Basic SubAgent usage
	PTC-Lisp Transport - ptc_transport: :content vs :tool_call
	Observability - Telemetry, debug mode, and tracing
	Context Compaction - Pressure-triggered trimming for long-running agents
	Core Concepts - Context, memory, error handling
	Testing - Mock LLMs and debug strategies
	PtcRunner.SubAgent - API reference



  

    Observability

Integrate SubAgent with logging, metrics, and debugging tools.
Tracing Overview
PtcRunner provides three complementary tracing layers. Each serves a different workflow:
	Mechanism	Use Case	Output
	PtcRunner.Tracer.new/1	Aggregate usage stats, inspect traces in code	In-memory struct on Step
	PtcRunner.TraceLog.with_trace/2	Offline debugging, performance analysis, Chrome DevTools	JSONL files
	PtcRunner.TraceLog.start_memory_sink/1	Cross-session turn analysis without files	In-memory ring buffer

Data flow:
SubAgent.Loop
  ├── emits :telemetry events ──► TraceLog.Handler ──► Collector ──► .jsonl file
  └── builds Tracer struct ────► entries stored on Step.tracer
Tracer and TraceLog operate independently — you can use both, either, or neither.
Turn History
Every Step includes a turns field with immutable per-turn execution history:
{:ok, step} = SubAgent.run(agent, llm: llm)

for turn <- step.turns do
  IO.puts("Turn #{turn.number}: #{turn.program}")
  IO.puts("  Tools: #{inspect(Enum.map(turn.tool_calls, & &1.name))}")
end

# Aggregated metrics
step.usage.duration_ms
step.usage.total_tokens
Each Turn struct captures:
	number - Turn index (1-based)
	raw_response - Full LLM output including reasoning
	program - Extracted PTC-Lisp code
	result - Execution result
	prints - Output from println calls
	tool_calls - Tools invoked with args and results. A large result is recorded as a bounded preview (result_truncated: true, result_bytes: N) so a looping/paginated tool fold can't bloat eval memory; args are kept verbatim
	memory - State snapshot after this turn
	success? - Whether the turn succeeded

Debug Mode
Use print_trace/2 to visualize execution:
{:ok, step} = SubAgent.run(agent, llm: llm)

# Default: show programs and results
SubAgent.Debug.print_trace(step)

# Include raw LLM output (reasoning/commentary)
SubAgent.Debug.print_trace(step, raw: true)

# Show actual messages sent to LLM (what the LLM saw)
SubAgent.Debug.print_trace(step, messages: true)

# Include token usage
SubAgent.Debug.print_trace(step, usage: true)
View Options
	Option	Description
	view: :turns	(default) Show programs + results from Turn structs
	raw: true	Include raw_response in turns view
	messages: true	Show full messages sent to LLM each turn
	usage: true	Add token statistics after trace
	system: :section	Show a system prompt section (e.g., :mission)
	system: :all	Show the full system prompt per turn

Options can be combined: print_trace(step, messages: true, usage: true).
System Prompt Sections
Inspect specific sections of the system prompt by markdown header:
Debug.print_trace(step, system: :mission)       # just the Mission section
Debug.print_trace(step, system: :mission_log)    # just the Mission Log
Debug.print_trace(step, system: :all)            # full system prompt
Debug.print_trace(step, system: :nope)           # lists available section names
Sections are parsed from both system prompt and user messages. Known sections: :role, :ptc_lisp, :output_format, :mission, :mission_log, :expected_output, :error. Unrecognized headers are converted to snake_case atoms.
Full API: See PtcRunner.SubAgent.Debug.print_trace/2.

Trace Filtering
Control trace collection for production optimization:
# Only keep trace on failure
SubAgent.run(agent, llm: llm, trace: :on_error)

# Disable tracing entirely
SubAgent.run(agent, llm: llm, trace: false)
TraceLog
For detailed offline analysis, use PtcRunner.TraceLog.with_trace/2 to capture execution events to JSONL files:
alias PtcRunner.TraceLog

# Capture a trace (recommended)
{:ok, {:ok, step}, trace_path} = TraceLog.with_trace(fn ->
  SubAgent.run(agent, llm: my_llm())
end)

# With custom path and metadata
{:ok, {:ok, step}, path} = TraceLog.with_trace(
  fn -> SubAgent.run(agent, llm: my_llm()) end,
  path: "traces/debug.jsonl",
  meta: %{query: "test query", preset: "simple"}
)
Analyzing Traces
Use PtcRunner.TraceLog.Analyzer.load/1 and related functions to inspect captured traces:
alias PtcRunner.TraceLog.Analyzer

# Load and summarize
events = Analyzer.load(trace_path)
summary = Analyzer.summary(events)
# => %{duration_ms: 1234, turns: 3, llm_calls: 3, tool_calls: 5, tokens: %{...}}

# Find slowest operations
Analyzer.slowest(events, 5)

# Filter by event type
Analyzer.filter(events, type: "llm")
Analyzer.filter(events, type: "compaction")  # see Compaction events below
Analyzer.filter(events, min_duration_ms: 100)

# Print timeline
Analyzer.print_timeline(events)
# [0ms] run.start
# [10ms] turn.start
# [15ms] llm.start
# [850ms] llm.stop (835ms)
# ...
Use Cases
	Debugging - Understand what happened during agent execution
	Performance analysis - Identify slow LLM calls or bottlenecks
	Comparison - Compare traces across different configurations or models

Compaction Events
When compaction: is enabled and a pressure threshold fires, the loop emits
a single telemetry event per firing:
[:ptc_runner, :sub_agent, :compaction, :triggered]
	Measurements (numeric): messages_before, messages_after,
estimated_tokens_before, estimated_tokens_after.
	Metadata (descriptive): strategy, reason (:turn_pressure |
:token_pressure), turn, kept_initial_user?, kept_recent_turns,
over_budget?, plus the usual agent_name, agent_id, span_id,
parent_span_id.

Non-triggered pressure checks are silent — only actual trim events emit. The
event fires before the LLM call's [:llm, :start] so trace timelines stay
intelligible (compaction happens before the LLM sees the messages).
In TraceLog JSONL output, the event surfaces as compaction.triggered with
all numeric and descriptive fields available under data:
events = Analyzer.load(trace_path)
compactions = Analyzer.filter(events, type: "compaction")

Enum.each(compactions, fn e ->
  d = e["data"]
  IO.puts("turn #{e["turn"]}: trimmed #{d["messages_before"]} → #{d["messages_after"]} messages (#{d["reason"]})")
end)
step.usage.compaction still reports the last firing's stats. For full
multi-firing visibility, use the telemetry event or the trace log.
Chrome DevTools Export
Export traces to Chrome Trace Event format for flame chart visualization:
alias PtcRunner.TraceLog.Analyzer

{:ok, tree} = Analyzer.load_tree("trace.jsonl")
:ok = Analyzer.export_chrome_trace(tree, "trace.json")
Then view in Chrome:
	Open DevTools (F12) → Performance tab → Load profile...
	Or navigate to chrome://tracing and load the file

The flame chart shows execution timing with nested spans. Click any span to see details including arguments and results.
Interactive Trace Viewer
Launch the web-based trace viewer to browse traces with turn-by-turn drill-down:
mix ptc.viewer --trace-dir traces

	Option	Default	Description
	--port	4123	Port to listen on
	--trace-dir	traces	Directory containing .jsonl trace files
	--no-open	false	Don't auto-open browser

The viewer is a separate package (ptc_viewer). See its README for architecture and drag-and-drop usage.
Configuration
TraceLog sanitization limits are configurable via application config:
	Key	Default	Description
	:trace_max_string_size	65_536	Max string size in bytes before truncation
	:trace_max_list_size	100	Max list length before summarizing
	:trace_preserve_full_keys	["system_prompt"]	Map keys whose strings are never truncated
	:trace_collector_max_event_bytes	1_048_576	Max approximate event term bytes accepted before enqueueing; written JSON lines above the same cap are replaced with a summary
	:trace_collector_max_mailbox_len	1_000	Collector mailbox length at which new trace events are shed before enqueueing
	:trace_dir	CWD	Default directory for trace JSONL files

config :ptc_runner,
  trace_max_string_size: 128_000,
  trace_collector_max_event_bytes: 1_048_576,
  trace_collector_max_mailbox_len: 1_000,
  trace_dir: "traces"
Limit in-memory Tracer entries with PtcRunner.Tracer.new/1:
Tracer.new(max_entries: 100)
Cross-Process Context
Trace context (collectors and span hierarchy) is managed by PtcRunner.TraceContext.
When execution spans multiple processes (sandbox, pmap, pcalls), use
PtcRunner.TraceContext.capture/0 and PtcRunner.TraceContext.attach/1 to propagate
context to child processes. The sandbox and parallel execution primitives do this
automatically.
For manual propagation in custom code:
ctx = PtcRunner.TraceContext.capture()

Task.async(fn ->
  PtcRunner.TraceContext.attach(ctx)
  # Events from this process are now captured and linked to the parent span
end)
Full API: See PtcRunner.TraceLog.with_trace/2, PtcRunner.TraceLog.Analyzer.summary/1, and PtcRunner.TraceLog.Analyzer.export_chrome_trace/2.

Turn Log
The turn log records every driver turn as a session-correlated event, queryable across runs. The same event shape is emitted by both PtcRunner.Session.eval/3 (an external LLM driving via MCP or mix ptc.repl) and the SubAgent loop, so sessions and agents analyze identically.
Each turn event carries the program, a bounded result preview, prints, a memory diff, credential-free tool-call identities, attached-prelude provenance, and correlation ids (session_id/agent_id, turn, attempt). Failed and parse-error attempts are recorded too, so wasted work stays visible. See PtcRunner.TraceLog.TurnEvent for the field reference.
Recording
Turn events flow to any active sink. A JSONL trace captures them alongside the other TraceLog events:
{:ok, _result, path} = TraceLog.with_trace(fn ->
  session = PtcRunner.Session.new(session_id: "investigation")
  {{:ok, _}, session} = PtcRunner.Session.eval(session, "(def x 1)")
  {{:ok, _}, _} = PtcRunner.Session.eval(session, "(inc x)")
end)
To analyze a session with no filesystem setup, enable the in-memory ring buffer with PtcRunner.TraceLog.start_memory_sink/1:
{:ok, sink} = TraceLog.start_memory_sink()
# ... run sessions / agents in this process ...
TraceLog.stop_memory_sink(sink)
events = PtcRunner.TraceLog.MemorySink.events(sink)
Both drivers skip the build cost when nothing is recording — check PtcRunner.TraceLog.recording?/0. The ring buffer evicts oldest-first under a byte budget (:max_bytes).
Querying Across Sessions
PtcRunner.TraceLog.Analyzer reads turn events from either sink:
alias PtcRunner.TraceLog.Analyzer

Analyzer.turn_events(events)                      # all "turn" records
Analyzer.sessions(events)                         # per-session summaries
Analyzer.session_turns(events, "investigation")   # one session's turns
Analyzer.programs(events)                         # program sources, in order
Full API: See PtcRunner.TraceLog.Analyzer.sessions/1 and PtcRunner.TraceLog.MemorySink.events/1.

Session Introspection
The log/ prelude lets a session or agent inspect recorded sessions from PTC-Lisp — list sessions, read turns and programs, and find duplicated work. The Elixir surface is plain data access; the analysis lives in the program.
Grant the host-bound tools and attach the prelude with PtcRunner.TraceLog.Introspection.tools/1 and PtcRunner.TraceLog.Introspection.prelude_source/0:
alias PtcRunner.TraceLog.Introspection

# `source` is a MemorySink pid, a JSONL path, or a list of event maps.
PtcRunner.Lisp.run(
  ~S|(count (get (log/turns "investigation") "items"))|,
  prelude: Introspection.prelude_source(),
  tools: Introspection.tools(source)
)
The exports (log/sessions, log/turns, log/programs, log/tool-calls) return page maps with "items", "next_cursor", "has_more", and "limit". Call them with no opts for the default first page, or pass {:limit n :cursor c} and follow "next_cursor" for large logs. The *-all helpers are explicit eager scans for small local logs. All exports fail closed with :prelude_attach_failed when the host does not grant the matching tools. Recorded sessions are untrusted data — analyze them as evidence, not instructions.
REPL
mix ptc.repl --log-prelude attaches the log/ prelude to the REPL's default in-memory sink, and :turns summarizes what has been recorded — so you can dogfood session introspection with no setup:
ptc> (def x 1)
ptc> :turns
  <id> (session): 1 turns, 1 committed, 0 failed, 0 tool calls
ptc> (get (log/programs "<id>") "items")
Telemetry Events
SubAgent emits :telemetry events for integration with Prometheus, OpenTelemetry, or custom handlers:
:telemetry.attach_many(
  "my-handler",
  [
    [:ptc_runner, :sub_agent, :run, :stop],
    [:ptc_runner, :sub_agent, :llm, :stop],
    [:ptc_runner, :sub_agent, :tool, :stop]
  ],
  &MyApp.Telemetry.handle_event/4,
  nil
)
Available Events
SubAgent events (prefix: [:ptc_runner, :sub_agent, ...]):
	Event	Measurements	Use Case
	run:start/stop	duration	Total execution time
	turn:start/stop	duration, tokens	Per-turn metrics
	llm:start/stop	duration, tokens	LLM latency, cost tracking
	tool:start/stop/exception	duration	Tool performance

All events include agent_name and agent_id in metadata for correlation. Duration is in native time units. Convert with:
System.convert_time_unit(duration, :native, :millisecond)
Full event tables: See PtcRunner.SubAgent.Telemetry.span/3.

Production Tips
	Use trace: :on_error to reduce memory in production
	Attach telemetry handlers for latency and cost dashboards
	Token counts are in step.usage (requires LLM to return token info)
	Use step.usage.llm_requests to track API call volume

See Also
	Context Compaction - Pressure-triggered trimming for long-running agents
	Troubleshooting - Common issues and debugging
	Testing - Mock LLMs and test strategies
	PtcRunner.TraceLog.with_trace/2 - Capture execution traces to JSONL files
	PtcRunner.TraceLog.Analyzer.summary/1 - Offline trace analysis
	PtcRunner.TraceLog.Analyzer.sessions/1 - Cross-session turn-log queries
	PtcRunner.TraceLog.Introspection.tools/1 - Host-bound log/ introspection tools
	PtcRunner.SubAgent.Telemetry.span/3 - Telemetry module with event reference
	PtcRunner.SubAgent.Debug.print_trace/2 - Trace inspection API



  

    Context Compaction

Pressure-triggered context compaction trims older turns from a multi-turn agent's
LLM-input message list once turn count or estimated token usage crosses a threshold.
Recent turns stay intact so the agent always sees the raw breadcrumb trail of what
it most recently did.
Compaction is opt-in. The library default is compaction: false.
When to enable it
You probably don't need compaction unless you're seeing one of:
	A multi-turn agent that runs long enough to push toward the model's context window.
	LLM cost dominated by repeatedly re-sending earlier turn history.
	Agents that stall because old context is drowning out the recent error trail.

For short multi-turn runs (under ~8 turns or under a few thousand tokens), the cost
of compaction outweighs the benefit. Leave it off.
Quick start
SubAgent.run(prompt, llm: llm, max_turns: 20, compaction: true)
compaction: true selects sensible defaults — the :trim strategy with
trigger: [turns: 8], keep_recent_turns: 3, keep_initial_user: true.
Explicit configuration
SubAgent.run(prompt,
  llm: llm,
  max_turns: 20,
  compaction: [
    strategy: :trim,
    trigger: [turns: 8, tokens: 12_000],
    keep_recent_turns: 3,
    keep_initial_user: true,
    token_counter: nil
  ]
)
	Option	Default	Meaning
	strategy	:trim	The only Phase 1 strategy. Custom modules and :summarize are deferred.
	trigger	[turns: 8]	Fires when state.turn > N (turns) or estimated total tokens >= N (tokens). Set both for OR semantics.
	keep_recent_turns	3	The most recent N × 2 messages stay verbatim.
	keep_initial_user	true	Keep the first user message (the original prompt) at the head of the trimmed list.
	token_counter	nil (uses default)	1-arity function from message content to estimated token count.

What :trim does
When pressure is detected, :trim:
	Optionally keeps the first user message (when keep_initial_user: true and the
head of the list actually has role :user).
	Keeps the last keep_recent_turns × 2 messages.
	Drops everything in between.

If slicing would produce an :assistant-leading recent slice (e.g. odd boundaries),
:trim drops one more message from the front so the slice begins with :user.
What you'll see in step.usage.compaction
Triggered:
%{
  enabled: true,
  triggered: true,
  strategy: "trim",
  reason: :turn_pressure,        # | :token_pressure
  messages_before: 13,
  messages_after: 7,
  estimated_tokens_before: 31_200,
  estimated_tokens_after: 12_400,
  kept_initial_user?: true,
  kept_recent_turns: 3,
  over_budget?: false
}
Not triggered (compaction was active but didn't fire):
%{
  enabled: true,
  triggered: false,
  strategy: "trim",
  reason: nil,
  messages_before: 4,
  messages_after: 4,
  estimated_tokens_before: 320,
  estimated_tokens_after: 320,
  kept_initial_user?: false,
  kept_recent_turns: 3,
  over_budget?: false
}
The shape is the same in both cases — every field is always present, so consumers
can read usage.compaction.messages_before without Map.has_key? guards.
over_budget?: true flags the case where a single retained message exceeds the
configured trigger[:tokens] budget. :trim does not split content; you'll need
to handle this at a higher level (smaller messages, larger budget, or Phase 2's
summarization once it ships).
Token estimation
The default counter approximates tokens as max(1, String.length(content) / 4) —
a pressure heuristic, not a model-accurate count. If you need adapter-specific
counting, supply your own:
compaction: [
  token_counter: fn content -> :tiktoken.encode(content) |> length() end
]
The counter must be a 1-arity function returning a non-negative integer.
Limits
	:trim only. No summarization in Phase 1.
	No custom strategy modules. Phase 2 will add a behaviour for that.
	Not applied to text mode. output: :text rejects compaction at validation time.
	Not applied to single-shot or single-shot+retry. Gate is agent.max_turns > 1.
	Token counter is a heuristic. Adapter-aware counting is deferred to Phase 2.

For the deferred items, see the Phase 2 design stub at
docs/plans/pressure-triggered-context-compaction-phase-2.md in the repo.
See Also
	Observability — finding compaction stats in traces
	Troubleshooting — when context is the bottleneck
	PtcRunner.SubAgent.Compaction — module reference



  

    Advanced Topics

This guide covers advanced SubAgent features: multi-turn ReAct patterns, the compile pattern for batch processing, and system prompt internals.
Multi-Turn Patterns (ReAct)
The SubAgent loop naturally supports ReAct (Reason + Act). Each turn's result merges into the context for the next turn.
Implicit Context Chaining
Turn 1: LLM program -> execute -> result merged to data/
Turn 2: LLM sees data/results, generates next program
Turn 3: LLM calls return with final answer
Example: Discovery and Reasoning
{:ok, step} = SubAgent.run(
  "Find urgent emails from Acme",
  signature: "{summary :string, ids [:int]}",
  tools: %{
    "search_emails" => &MyApp.Email.search/1,
    "count_results" => &MyApp.Email.count/1
  },
  max_turns: 5,
  llm: llm
)
Turn 1: Discovery
;; Store results in user namespace
(def results (tool/search-emails {:query "Acme Corp"}))
The LLM sees in its next prompt:
Program Result:
{:results [{id: 101, subject: "Urgent...", body: "..."}, ...]}
(8 more items omitted. Full data available in data/results)
Turn 2: Filter and Return
;; Process all results from data/results
(let [urgent (filter (fn [e] (includes? (:subject e) "Urgent")) data/results)]
  (return {
    :summary (str "Found " (count urgent) " urgent emails")
    :ids (mapv :id urgent)
  }))
Visibility Rules
	Data Type	Lisp Context	LLM Prompt
	Normal fields	Full value	Visible
	Large lists	Full list	Sample (first N)
	Large strings	Full string	Truncated
	Memory	Full value	Hidden

When data is truncated, the system appends:
"[98 more items omitted. Full data available in data/results]"

Investigation Agents (Zero Tools)
Sometimes you have all data in context but it's too large for one pass:
data = %{
  reports: [...]  # thousands of items
}

# max_turns > 1 with tools enables agentic loop
{:ok, step} = SubAgent.run(
  "Find the report with highest anomaly score",
  signature: "{report_id :int, reasoning :string}",
  context: data,
  max_turns: 5,
  llm: llm
)
The LLM can "walk" the data across turns:
;; Turn 1: Extract summaries
(mapv (fn [r] {:id (:id r) :score (:score r)}) data/reports)

;; Turn 2: Find max and get details
(first (filter #(= (:id %) 123) data/reports))

;; Turn 3: Return with reasoning
(return {:report_id 123 :reasoning "..."})
Long-running agents: Multi-turn agents that run beyond ~8 turns or accumulate large
intermediate results can push toward the model's context window. See
Context Compaction for opt-in pressure-triggered trimming.

Debugging
Prompt Preview
Inspect expanded prompts without executing:
preview = SubAgent.preview_prompt(agent,
  context: %{user: "alice", sender: "bob@example.com"}
)

IO.puts(preview.system)  # Full system prompt
IO.puts(preview.user)    # Expanded user prompt
Telemetry, debug mode, and trace inspection: See Observability.

Output Truncation
Large results are automatically truncated at different stages to manage context size and memory:
	Option	Default	Used For
	feedback_limit	10	Max collection items shown to LLM in turn feedback
	feedback_max_chars	512	Max chars in turn feedback message
	history_max_bytes	512	Truncation limit for *1/*2/*3 history access
	result_limit	50	Inspect :limit for final result formatting
	result_max_chars	500	Max chars in final result string
	max_print_length	2000	Max chars per println call
	mission_log_in	:system_prompt	Where to inject the mission log: :system_prompt or :user_message (use :user_message to keep the system prompt static for prompt caching)

Configure via format_options:
SubAgent.new(
  prompt: "Analyze large dataset",
  format_options: [
    feedback_limit: 20,       # Show more items to LLM
    feedback_max_chars: 1024  # Allow longer feedback
  ]
)
To enable prompt caching with providers that cache the system prompt, set mission_log_in: :user_message — this keeps the system prompt static across turns while the mission log updates in the first user message.
When data is truncated in turn feedback, the system appends:
"... (truncated)"

When lists are truncated in prompts, the system appends:
"[98 more items omitted. Full data available in data/results]"

Compile Pattern
For repetitive batch processing, separate the cognitive step (writing logic) from execution (running at scale).
What Can Be Compiled
	Tool Type	Compilable?	Why
	Pure Elixir functions	Yes	Deterministic
	LLMTool	No	Needs LLM
	SubAgent as tool	No	Needs LLM

1. Derive Phase
LLM analyzes sample data and generates pure PTC-Lisp:
scorer = SubAgent.new(
  prompt: "Extract anomaly score and reasoning from report",
  signature: "(report :map) -> {score :float, reason :string}",
  tools: %{"lookup_threshold" => &MyApp.lookup_threshold/1}
)

{:ok, compiled} = SubAgent.compile(scorer,
  llm: llm,
  sample: sample_reports
)

IO.puts(compiled.source)
#=> (fn [report] (let [...] {...}))
2. Apply Phase
Execute at scale with zero LLM cost:
results = Enum.map(all_reports, fn r ->
  compiled.execute.(%{report: r}, [])
end)
Prompt Structure
Understanding what the LLM receives helps debug unexpected behavior.
Message Layout
	Message	Content	Caching
	SYSTEM	Role, language reference, return/fail usage, output format	Static (cacheable)
	USER	Mission + namespaces + execution history + turns left	Partial (tool/data stable)

Note: Tools and data are placed in the USER message (not SYSTEM) so prompt caching can hit the stable content while the volatile mission/history changes.
Namespace Model
The USER message presents three namespaces:
;; === tool/ ===
(tool/search query)              ; query:string -> [:map]

;; === data/ ===
data/products                    ; list[7], sample: {:name "Laptop"}

;; === user/ (your prelude) ===
cached-results                   ; = list[5], sample: {:id 1}
	Namespace	Meaning	Mutable?
	tool/	Available tools (side effects)	No (external)
	data/	Input context (read-only)	No (external)
	user/	Your definitions (prelude)	Yes (grows each turn)

Viewing the Prompt
# Preview without executing
preview = SubAgent.preview_prompt(agent, context: %{})
IO.puts(preview.system)
IO.puts(preview.user)

# After execution, see what the LLM actually received per turn
SubAgent.Debug.print_trace(step, messages: true)
Strict Termination
If the LLM provides text without a code block or terminal form:
	Loop records the reasoning
	Appends: "Your mission is still active. Provide a PTC-Lisp program or call 'return'."
	LLM must provide a functional result

Capability Prelude
A capability prelude lets a deployment expose curated, Lisp-facing APIs to
agents without hard-coding each one into the library or stuffing full source
into the prompt. The prelude defines protected namespaces (for example crm)
with public exports the agent can call and discover normally, while private
helpers stay hidden. It is stateless: it defines functions, constants,
docstrings, and metadata, but holds no hidden mutable state.
Compile the prelude source once, then attach the artifact to the agent via
runtime_prelude::
prelude_source = """
(ns crm
  "CRM helpers."
  {:visibility :prompt})

(defn get-user
  "Return a CRM user by id."
  [id]
  (tool/call {:server "crm" :tool "get_user" :args {:id id}}))
"""

{:ok, prelude} = PtcRunner.Lisp.Prelude.Compiler.compile(prelude_source)

agent =
  PtcRunner.SubAgent.new(
    prompt: "Look up the requested user",
    runtime_prelude: prelude,
    llm: llm
  )
The agent's program can then call (crm/get-user data/user-id) and discover the
export through (ns-publics 'crm), (doc 'crm/get-user), and
(meta 'crm/get-user). Prompt-visible exports (:visibility :prompt) are
summarized in a compact, deployment-defined prompt inventory that is assembled
dynamically — the core prompt templates stay domain-blind. Exports marked
:visibility :discoverable are omitted from the inventory but remain reachable
through the discovery forms.
Prelude exports wrap the existing tool surfaces and are recoverable-by-default,
so the agent can branch on the same :ok / :reason / :value result map a
direct (tool/call ...) returns. Protected namespaces cannot be redefined by
agent code, and private helpers are never resolvable or discoverable by
qualified symbol. For the language-level rules, see
Capability Prelude in the
specification.
Traceability. When a prelude is attached, step.prelude_trace carries a
credential-free summary — source hash, compiled-artifact hash, selected
protected namespaces, and public export records including arglist params — so
a run's capability environment can be reproduced from traces. Secrets and
credentials live in host/deployment config and never appear in the prelude
artifact, prompts, or traces.

The same compiled artifact also drives the REPL
(mix ptc.repl --prelude crm.clj) and direct execution
(PtcRunner.Lisp.run(program, prelude: prelude)), so behavior is identical
across surfaces.
For live prelude iteration, a SubAgent can also resolve versioned store refs at
startup and freeze the selected bundle for that run:
{:ok, store} = PtcRunner.PreludeStore.new()
{:ok, _} = PtcRunner.PreludeStore.write(store, "crm", prelude_source)

agent =
  PtcRunner.SubAgent.new(
    prompt: "Look up the requested user",
    prelude_store: store,
    preludes: ["crm"],
    llm: llm
  )
Use runtime_prelude: when the host already has a compiled artifact. Use
prelude_store: + preludes: when you want fresh SubAgent runs to pick a
specific current or pinned store version such as "crm" or "crm@3".
For a full walkthrough — authoring a prelude file, visibility and requires,
attaching across surfaces, discovery, and troubleshooting — see the
Capability Preludes authoring & deploying guide.
PTC-Lisp Quick Reference
Core
(tool/tool-name {:arg value})  ; Call tool
data/key                       ; Access context
(def key value)                ; Store value
key                            ; Access stored value
(defn name [args] body)        ; Define function
Control Flow
(do expr1 expr2)               ; Sequential, returns last
(let [x 1 y 2] (+ x y))        ; Local bindings
(if cond then else)            ; Conditional
(when cond expr)               ; Conditional without else
(cond c1 e1 c2 e2 :else e3)    ; Multi-branch
(fn [x] (* x 2))               ; Anonymous function
Collections
(map f coll)                   ; Transform
(mapv f coll)                  ; Transform to vector
(filter pred coll)             ; Keep matching
(reduce f init coll)           ; Fold
(first coll) (last coll)       ; Access
(count coll) (empty? coll)     ; Info
(sort-by :key coll)            ; Sort
(group-by :key coll)           ; Group
Maps
(get m :key)                   ; Access
(get-in m [:a :b])             ; Nested access
(assoc m :key val)             ; Add/update
(merge m1 m2)                  ; Combine
(keys m) (vals m)              ; Extract
Keywords as Functions
(:id item)                     ; Same as (get item :id)
(mapv :id items)               ; Extract :id from each
Type Conversion
(parse-long "42")              ; String to int (nil on failure)
(parse-double "3.14")          ; String to float
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